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How Models Learn (and Fail to Learn) the Physical World
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A robot arm is placing
the banana on top of
the coaster

i

banana = monkey — jump

What we expect Output from Wan2.2




World Models Surface Behavior

what we want what we truly learn
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HumanClaw

‘Wnd the stairs and

Seglstepl
(a) Code Agent
open-loop; long step;
=| no physicol outcome

(b) Robotics Motion
motor control in

millisecond time;
may lose balance

v
Physics

physically grounded outcomes of spatial actions



Co-Evolving: Let's train them!

Agent Policy World Models

World models are not about surface behavior,
but the reasoning that matters to the downstream agents



The Age of Agents

Capability

2026.01 MPENCI'AW

OpenClaw becomes fastest .

growing repo in history

2025.11
Agentic browsers emerge ‘

2024.11
2023.03 Anthropic creates MCP ‘

‘ AutoGPT & BabyAl

2023 2024 2025 2026



SEOPENCLAW



SEOPENCLAW

What's Left for Humans?



What is the missing intelligence: Abstraction

Data

RSI: Recursive Self-Improvement?



Abstraction as Compression

Model vs Human:

Data Abstraction

A . e
rexp : Statistical
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2 RO Correlation
Model 1 Million Molecules

5 Chemical Law

P “ . (AbStraCtiOn)

10 i\/lélecules

Human



On the measure of intelligence

The intelligence of a system is a measure of its skill-
acquisition efficiency over a scope of fasks, with respect to
priors, experience, and generalization difficulty.

— Collet, et al. On the measure of intelligence, 2019.



Why is RAG not enough?



Why is RAG not enough?




Recursive Self Improvement (RSI)

Now




Recursive Self Improvement: AutoResearch

Step 4: The optimal code feeds back into the next generation.

l

N/

Step 1: Generation Step 2: Evaluation 2| Step 3: Selection




The Path to Recursive
Self-Improvement



The definition of Recursive Self-Improvement

Ultraintelli t Design is an Machine Recursive Loo
rainteligent 5 intellectual —> designs better —> 2P
Machine . ) (The Explosion)

activity machines

Irving John Good (1965)



https://philpapers.org/rec/GOOSCT

The definition of Recursive Self-Improvement

Task Agent Artifact Evaluate
World H+86 Output Feedback




Model

Parameters

Training

Agent = Model + Harness

\.

Harness

Prompt, memory, tools...

J

Artifact

The output

Training-free



Agent = Model + Harness

Harness H

Context Memory Tools

Model theta

Task Artifact

learned policy

Roles Workflow Guards



Layer 1: Artifact Self-Improvement

Harness H

Context Memory Tools

Task Model theta Artifact
learned policy

Roles Workflow Guards




Layer 1: Artifact Self-Improvement

Roles Workflow Guards

ontex OO0ls
OA
Task [ Artifact ]ﬂ [Evaluator]

l
(o)




Layer 2: Harness Self-Improvement

Now make the operating system around the model editable

Harness H,
Context Memory Tools ﬁ

Task

Environment x

Evaluator e
Score / preference
Update u
Select change

[

[
Roles Workflow Guards I

[

||




Layer 3: Model Self-Improvement

Finally move the write-back path inside the model

Context Memory Tools
Task Model 6. - Evaluator e
i
Environment x Learned policy Score / preference
Roles Workflow Guards I

| Updateu
Select change

Experience is compiled into persistent model parameters.
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Self-lmprove Agents

~
Multi-Agent Co-Evolving
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RAGEN-2: Why reasoning collapse in long-horizon?

H(Z| X) Entropy

Diverse Reasoning

](X; Z) Mutual Information

Inter-Input Diversity

Compressed Reasoning

H(Z) — H(Z ‘ X) -+ I(X, Z) X : Input

Z : Reasoning

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



PRIORS

Common
Knowledge

Instruction
Following

World
Modeling

Human
Experience

STAGES

Pre-training

Self-Supervised
Finetuning

Mid-training

Reinforcement
Learning

Harness

DATA

Static Internet Data:
Books, Images, Videos...

Human Annotations:
<instructions, answers>

Play Data:
Env, Tools, External Data

Task Feedback:
Verifiers (Goal Definitions)

Prompt Engineering

— Context Engineering
— Harness Engineering
— Graph Engineering

Brute-force Scaling

|

Continual Learning

(We are here now)

|

Human + World
(Our future)
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world model reasoning through RL

1. What are failure modes of RL?

— Exploration vs Exploitation

2. What priors should we encourage for exploration?

— World Model

3. When is the best stage to encourage it?

— Mid-training vs RL

Part Il Exploration over Exploitation Chen, ..., Li. Se|f-P|ay (arxiv 2025)



Planning with the Views

Kangrui Wang, Linjie Li, Zhengyuan Yang, Shigi Chen, Zihan Wang
Li Fei-Fei, Jiajun Wu, Leonidas Guibas, Lijuan Wang, Manling Li

Initial view Top-down View Target view



Planning with the Views

Environment. Top: point-cloud scene top-down view Path-to-View. Given top-down, initial Interactive View Planning. Given top-down, initial
with two viewpoints (initial in blue, in ). view and the action sequence: [turn_right and the view, please find the correct
Bottom: rendered first-person views from each x2, ...] , which is the correct view? viewpoint of the target view.

viewpoint.

»

Rotation Actions
turn_left, turn_right, look_up,
look_down, rotate_cw,

rotate_ccw
View-to-Path. Given top-down, initial and TranclationtActions
the view, which is the correct action e erverd. reve bedarere
sequence? move_right, move_left, move_up,

move_down

\

A: turn_left, ... B: turn_right, ...

C: look_up, ... D: move_left, ... Answer(tx, ty, tz, rx, ry, rz)



Path-to-View (P2V) View-to-Path (V2P) View Planning (IVP)
Model Short Long All Short Long All Short Long = All |

d
i

Overall

Random Response 20.7 246 233 243 265 257 22 00 16.6
Proprietary Models
GPT-5.4 Pro 70.7 438 531 724 390 507 326 110 | 40.8
Gemini 3.1 Pro 63.6 409 488 53.0 47.7 495 288 174 | 39.9
GPT-5.4 571 429 478 605 375 456 337 75 | 36.7
Grok 4.20 Beta 614 38.0 461 449 445 446 174 29 32.9
GPT-5.1 603 35.1 439 524 334 401 120 3.2 30.1
ClaudeOpus 4.6  46.7 284 348 476 384 416 239 38 29.0
Gemini 3 Pro 505 310 378 449 355 388 136 7.0 28.6
Open-Weight Models
Qwen3.5-397B 576 30.1 39.7 443 308 355 125 0.0 26.5
GLM-4.6V 364 232 278 314 297 302 92 12 20.7
Qwen2.5-VL-72B 283 293 289 357 299 319 22 06 20.7
Qwen3-VL-32B 272 275 274 411 285 329 43 00 20.6
Kimi K2.5 359 246 285 184 294 255 49 1.2 18.8
Qwen2.5-VL-7B 239 325 295 270 227 242 71 0.0 18.7




View Transition like a View World Model

turn left | move forward

view A view B

Even inside a rollout that missed its goal, going A—B is a view
transition that can serve as valid supervision.



Continual Learning with a
View World Model?



ftep 1 - View Graph via On-Policy Exploration

The agent explores ViewSuite scenes from its own experience.



ftep 1 - View Graph via On-Policy Exploration

-

Rollout 1 wanders the scene — and misses.



ftep 1 - View Graph via On-Policy Exploration

Rollout 2 also fails — but it crosses rollout 1.



tep 1 - View Graph via On-Policy Exploration

Every rollout misses the target. Yet together they trace the
whole scene.



Step 2 - AView Graph Emerges

Shared viewpoints merge: nodes are views, edges are actions.



Step 2 - A Path Emerges

A path the agent never walked now connects initial — target.



Step 3 - Reformulate into a Demo

initial view target view

turn L - fwd move L - up fwd - turn x2 turn - look up up - right

input: initial + target view output: the action sequence

Any sampled path becomes a demo
valid even though no rollout reached the target.



RL Exploration

PPO with Interactive View
Planning Reward

50
D

View Planning via
Self-Exploration



View Planning via
Self-Exploration

RL Exploratlon On-Policy View Graph Construction

T

PPO with Interactive Vlew
Planning Reward

&9?
N Similar/Same
\J(_@ -=» Actions (e.g turn_left | move_forward)

 §
]
]
]
]
]
]
]
]
L\




View Planning via
Self-Exploration

RL Exploratlon On-Policy View Graph Construction View Graph Distillation

h }
Path Sampling: length=>5 : Reformulated Training Example

mﬂlﬂ‘

:
]
:
N R Ty B !
m‘f N N N Action 1
e ' turn_right | look_u
PPO with Interactive Vlew EIKL\’ G l ! 2 P
Planning Reward X N\ l ! Action 2 J
{ 1 \ ! move_backward
E ' ( ) '
% : : :
1 : ! Action N-1
! ' Start Node: Initial View 1 move_left | turn_right
! | . !
_ N Similar/Same ) :End Noc(;?: Taﬁezview : pr— @
ntermediate Node: | : ——
\4.»; : > Actions (e.g turn_left | move_forward) Turn-by-turn observations




View Planning via
Self-Exploration

RL Exploration On-Policy View Graph Construction View Graph Distillation

Path Sampling: length=5 Reformulated Training Example\' @

¥ R I&" 4

Interactive View
Action 1

Planning
turn_right | look_up

: 9 @
l ! Action 2 J
- \@ ; move_backward %
( & ;

L}

PPO with Interactive Vlew

View Difference

Cross-entropy loss
on reformulated

Planning Reward
Action N-1 §
move_left | turn_right '
data

. Action N
Intermediate Node: SrsEr ) '@ R

. y 4
) , : TN
&ng > Actions (e.g turn_left | move_forward) Turn-by-turn observations , P :'* ,j‘

Start Node: Initial View
End Node: Target View

oy

W meEmEm O EmEEEEEEEEEEEEEE N B B3 S B M



View Planning via
Self-Exploration

RL Exploration On-Policy View Graph Construction View Graph Distillation
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From 2.5% to 47.8%

Qwen2.5-VL-7B (base) 2.5%
GPT-5.4 Pro ' 18.5%
Gemini 3.1 Pro ' 21.4%

Ours ' 47.8%

View Planning (arxiv 2026)



From 2.5% to 47.8%

Qwen2.5-VL-7B (base) 2.5%

GPT-5.4 Pro 18.5%

Gemini 3.1 Pro

21.4%

Ours

47.8%

A 7B model trained only on its own exploration beats every
frontier VLM.

View Planning (arxiv 2026)



Another Direction: Latency-Aware Planning, Budget-Aware Planning

% of Jero-Lanervy Perlcermance
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Arcade / Atari

Action / FPS / Casual Continuous Control Robotics/ Embodied Tasks
- | | ~
AT,

3 1

Deodly Corridon Flappy Bard

Defene the Line

Real-time latency creates ‘ DOur method recovers most
a performance gap of the zero-latency performance
Model 2 Model 3 Model 4
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Unsafe Plan

Part Il Controlling Behavior

ODE-Steering

Modeling ¢ as ODE

Multi-Step

a(r) = v(a(?))

Zhao, ..., Li*, Shao*. ODE-Steer (ICLR 2026)

Safe Plan




ODE-Steering: Control Barrier Function

It we can draw a safe boundary for a

o= N

Unsafe Plan unsafe Safe Plan

lapooug

\_

a(0) a(r) = v(a(r))

Part Il Controlling Behavior Zhao, ..., Li*, Shao*. ODE-Steer (ICLR 2026)



ODE-Steering: Control Barrier Function

It we can draw a safe boundary for a

o N

control
Unsafe Plan unsafe / Safe Plan

lapooug

\_

a(0) a(r) = v(a(r))

Part Il Controlling Behavior Zhao, ..., Li*, Shao*. ODE-Steer (ICLR 2026)



ODE-Steering: Control Barrier Function

How to learn the safe boundary 4 ?

o N

control
Unsafe Plan unsafe / Safe Plan

lapooug

\_

a(0) a(r) = v(a(r))

Part Il Controlling Behavior Zhao, ..., Li*, Shao*. ODE-Steer (ICLR 2026)



Steering Vector v(a) = V h(a)

Difference-in-Means [1]

Hy — H_

Linear Probe [2]
6

Vh(a) = Jyla)' w

Barrier Function h(a)

p4(a)
p—(a)

Log-density ratio h(a) = log

p+(a)
p-(a)
pe(a) = Sigmoid(HTa).

Log-density ratio h(a) = log

p+(a)
p—(a)

Log-density ratio h(a) = log

—w' ¢(a)+b

nonlinear feature map

Zhao, ..., Li*, Shao*. ODE-Steer (ICLR 2026)
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Thank You

MLL LAB

Nachine Learming and Longuoge




