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What is a generalist agent?



What is a generalist agent
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Having an agent that can do many tasks, across many environments.

Goal-driven Decision Making Interacting with Environments

Figure credits: Jiayuan Mao



Building Agents

Interacting with Environments
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Language Agent
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Set up the table.

on_top_of (turkey, table)

Use the plates.
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on_top_of (plate, table)




on_top_of (turkey, plate)

Trajectory
on_top_of (plate, table)




What is “embodied decision making”?

Can we leverage MDP as a guiding principle to categorize “foundation models”™?



Let us go back to MDPs (Markov Decision Processes)
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Let us go back to MDPs (Markov Decision Processes)
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Let us go back to MDPs (Markov Decision Processes) o .- =
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Input — State Estimation
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Perception / State Estimation




Environment Interaction

@ Cup is on top of the table. x Cup is on top of the table.

Whats-  COCO- GQA-
IVEGREL Up spatial spatial Avg
CLIP ViT-B/32 31.0 474 46.9 41.8
CLIP ViT-L/14 26.1 49.5 47.3 41.0
NegCLIP 34.4 46.9 46.0 424
RoBERTaCLIP 25.1 50.0 49.8 41.6
CoCa 29.4 46.7 47.1 41.0
XVLM 4M 315 61.7 58.7 50.6
XVLM 16M 41.9 65.0 58.2 55.0
BLIP 14M 38.5 54.0 49.8 47.5
BLIP 129M 30.4 493 49.0 429
BLIP2-ITM 37.6 53.0 49.8 46.8
BLIP2-ITC 29.0 3.7 51.0 44.6
FLAVA 30.5 52.6 517 44.9
CoCa-Caption 24.1 48.6 49.5 40.8
XVLM-Flickr30K 44.3 65.2 61.4 56.9
XVLM-COCO 42.1 71.0 68.1 60.4
BLIP-Flickr30K 33.8 54.2 48.9 45.6
BLIP-COCO 32.8 514 514 45.2
BLIP-VQA 47.8 62.0 58.4 56.0
Random / Text-only  25.0 50.0 50.0 41.7
Human Estimate 100.0 97.3 99.0 98.8

Amita et al, What's "up" with vision-language models? Investigating their struggle with spatial reasoning, EMNLP 2023



What is missing: Physical World State Changes

Current LLMs still fall short on understanding concepts involving complex physical interactions.

/Place a blue chair behind a red chair. Then, put a
behind the blue chair. Then, put a book on top of the chair that
in front of the blue chair.
Question: What chair is the book on?

\Answer: The book is on the yellow chair.

\

.

GPT4 failed
example

Mental models, which can be viewed as internal representations of the physical world, enable

humans to understand such concepts with ease.

all

lllustration
Of
Mental
Simulation




Low Performance on Visual Spatial Reasoning
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Prismatic VLMs (2024)


https://arxiv.org/abs/2212.03191

What we know about physical world

Semantics

A
Planning

Action

Relationship

Object Concept

» Long-Horizon



Missing knowledge about physical world
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Missing knowledge about physical world
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Missing knowledge about physical world
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Why |Is Spatial Reasoning Hard in VLMs

Juan Carlos Niebles Mor Geva Junxian He Jiajun Wu Manling Li



Spatial Reasoning is a bottleneck for current VLMs

Where is the book in
relation to the candle?

Where is the cat in relation
to the person?

VLM

(e.g.LLaVA)

Left

Above



Open Up the Model
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The sparsity of Image's attention scores

Controlled_A Dataset
® Image Attention ® Image Length

o Text Attention ~ o Text Length

10.7%




Let us simply add more attention



Accuracy Not Improved if the Model Sees the Image More
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We open up the model and find the Distribution is the key.
VLM would SEE  the wrong place or missing something!

Where is the book in C Attention on image )
relation to the candle?

X Incorrect focus!

VLM

(e.g.LLaVA)

X Insufficient focus!

Where is the cat in relation
to the person?




We intervene attention’s distribution given model’s self-confidence!

W Smoother!

1

Left

Confidence:0.27 Q

low confidence

Where is the book in
relation to the candle?

— > Behind @

Look at
other patches!

high confidence

Sharper!
Above
Look
Confidence:0.3 8 more closely!

Where is the cat in relation
to the person?




Results

Model Controlled_A Controlled_B

Acc Pair Acc Set Acc Acc Pair Acc Set Acc
LLaVA-1.5 60.3 40.6 0.0 73.1 41.6 3.7
+VCD 61.571.2 394 |1.2 0.0 73.410.3 42.2 10.6 3.7
+Dola 61.2 10.9 41.6 11.0 0.0 73.410.3 42.2 10.6 3.7
+SCALINGVIS 64.574.2 40.6 0.0 75.212.1 44.6 13.0 9.8 16.1
+ADAPTVIS 849 124.6 61.2120.6 30.3130.3 83.8110.7 55.7114.1 18.3114.6
LLaVA-1.6 48.2 37.6 0.0 63.0 30.1 3.7
+VCD 61.8113.6 41.8714.2 1091109 654124 41.6 12.5 1.313:6
+Dola 48.2 37.6 0.0 62.7 1]0.3 39.1 AT
+SCALINGVIS 97.0 148.8 764 138.8 54571545 7347104 48.919.8 15.9 112.2
+ADAPTVIS 98.2 150.0 78.8141.2 57.0157.0 73.4110.4 48.9 19.8 15.9 112.2




Hour\Video
1-Hour Video-Language Understanding

Navigation & o117
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Room-to-Room Navigation: How can the camera wearer get to the backyard from the kitchen?
A) . B | 0)

ean| ] [san] s B e ]
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Object Retrieval: How can the camera wearer retrieve the motorcycle from the kitchen?
A) Exit the kitchen towards the stairs and exit through the door. The motorbike is cutside.
B) Exit the kitchen towards the stairs and exit through the door. The motorbike is outside.
O) Exit the kitchen and tum left. Walk through the living room and go through the door into the backyard. The motorbike is on the right.
D) Exit the kitchen to the living room and tum left. Go through the door to the backyard; the motorbike is on the right.
E) Exit the kitchen and turn left. Walk down the hallway and turn right before the stairs. Exit the door and the motorbike is outside.




LongVideo-Haystack

https://huggingface.co/datasets/LVHaystack/LongVideoHaystack



CVPR 25

Re-thinking Temporal Search for Long-Form Video Understanding

Jinhui Ye'*, Zihan Wang?*, Haosen Sun?, Keshigeyan Chandrasegaran®,
Zane Durante!, Cristobal Eyzaguirre', Yonatan Bisk?®, Juan Carlos Niebles!, Ehsan Adeli!,
Li Fei-Fei', Jiajun Wu', Manling Li'+?

IStanford University “Northwestern University *Carnegie Mellon University
https://longvideohaystack.github.io



CVPR 25: LV-Haystack, T* for Temporal Search

4 4 3 (work w/ Keshik)
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Baseline: Without Search
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T*: Key Frame Searching ’

Performance on LongVideoBench

N
o
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Number of Frames Extracted from the Video

Figure 5. Performance improvement with increasing search frames.

Medium-sized models (7b) struggle
to handle more than 100 frames



Carnegie
Mellon
University

Question: Where was the white
MY, trash can before | raised it?

Needle in the Long Video Haystack



Carnegie
Mellon
University

CVPR M/Wc

Context Length of Gemini-1.5-Pro-0615 ~900 frames Average Video Length in Ego4D ~40,000 frames

Needle in the Long Video Haystack



wrnegie
mniversity

~ Datasets: @1 VHaystack LongVideoHaystack

CVPR

[~ | Hugging Face

Haystack-Ego4D Haystack-LVBench
988 videos 246 videos
432 hours 57.7 hours
15,092 QA pairs 602 QA pairs
23,800 frames 1,070 frames

Needle in the Long Video Haystack



T*

a light-weighted plug-in for temporal searching



T*: Temporal Searching
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Question

What did | put in
the black bin in
the kitchen?

ol R
VLM
(8 frames)
X
s ™

Target Object

The black bin in the

L kitchen )

Cue Object
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Microwave, Tables,
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% Floors, ... ¥,

L

{ 2 ) Temporal Upsampling ‘ 3 Spatial Upsampling

Zooming in
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Sy
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Search H 1% Replace
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Frame
Sampling
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Frame
Sampling

3 rd Search

bed 0.22 —

bed 0.32

F B bed 0.24 J /
.
W |

e History Sampled Frames
e Current Visiting Frames

bed 0.59

“bed 0
= white trash cc

’ *“%‘; can 0.77

bed 0.59

Sampled Frames

- Target Frame Distribution

Distribution
Updating



Lo th Search
0.8 4 e History Sampled Frames
}| ﬂ e Current Visiting Frames
0e \ “ i ” | —— Target Frame Distribution
0.4 M| 3
U\?‘ {ll“‘ J “E ’Jé\ ]W l.""}1
W i
= —— oLk ] AVARA | |\ N
OO -y W - W @ o A - B W W ¥/ W A\'-&\ = a - — —— & et [ ash
0 200 400 600 800 1000 1200 1400

Distribution
Updating

Frame
Sampling

~closet 0.30
elf 0.39

‘ -
- I white trosh_ !

~ Ed
‘\

Sampled Frames



th Search
0.8 5

| History Sampled Frames

1 | | [[| e Current Visiting Frames
(|| |

$

Frame

Distribution
Sampling

Updating

T
= ¥ white trosh_‘

‘.‘ A\ W
‘\

Sampled Frames



Frame
Sampling

1.0

6th Search

0.8
0.6
0.4
0.2
N
OO - AEEREEERA A N — o

200

bed 0. 82

@

: 15‘ ’ "
‘
 white trosh can 0.60

white trash can 0.22

1
J - i e History Sampled Frames
I NI || e Current Visiting Frames
. | | ~ | HR - Target Frame Distribution
& i | AN (] [Tl
&l | NI : ‘”:i '/ "t: “ ‘ Lk
le‘f f\f“ G\” j M;Hg , ;‘we )
bl b Lo dleslh suel duh dn detmiids A . & e—ra.a a esm'a  lmin
600 800 1000 1200 1400

Distribution
Updating

bed O 62

i1 bed 0.67
s 3 1

Sampled Frames



T*: Temporal Searching m

MLL LAB
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T* for Temporal Search
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Carnegie
Mellon
University

Re-thinking Temporal Search for Long-Form Video Understanding

CVPR{D-==

1

Jinhui Yel* Zihan Wang?* Haosen Sun?  Keshigeyan Chandrasegaran Zane Durante!  Cristobal Eyzaguirre!

Yonatan Bisk®  Juan Carlos Niebles! ~ Ehsan Adelil Li Fei-Feil Jiajun Wul Manling Li?

Istanford University 2Northwestern University 3Carnegie Mellon University

https://longvideohaystack.github.io
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Let us go back to MDPs (Markov Decision Processes)

MDP Policy

Action a, l
[ @ Human }Gomg)[ Agent J [@Physical World]

State §, State §,4;
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n(o,2) = a




MLL LAB

MACHINE LEARNING AND LANGUAGE

=
RA

RAGEN:
Training Agents by Reinforcing Reasoning

Zihan Wang*, Kangrui Wang®*, Qineng Wang*, Pingyue Zhang*, Linjie Li*,
Zhengyuan Yang, Kefan Yu, Minh Nhat Nguyen, Licheng Liu, Eli Gottlieb, Monica Lam, Yiping Lu,
Kyunghyun Cho, Jiajun Wu, Li Fei-Fei, Lijjuan Wang, Yejin Choi, Manling Li



Key idea: MDP as sequence prediction

2806 - Gl

Goal
State
Action

Reward

Slides Credit: Wenlong



Why multi-turn RL + LLM Agents?

2806 - Gl

4 ) 4 )

Memory Across Turns I ) Stochastic Environments

- J \ _/




Why multi-turn RL + LLM Agents?

Other Methods
Static Tasks

vx_| Single-turn
(X+Y)=

Non-Stochastic
Math

Single-turn

L2

- Non-Stochastic
Code

https://ragen-ai.github.io

67



Why multi-turn RL + LLM Agents? &

ND LANGUAGE

Other Methods

SFT Static Tasks
(PRoweT) El

@ & vl Single-turn

Validated Prompt Response

(X+Y)=
& Response Learned " Non-Stochastic

Single-turn RL

Single-turn

: == Non-Stochastic
Single-turn Code

Rollout Pg(als)

S a 12 Update L <l> "

https://ragen-ai.github.io 68
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MLL LAB

MACHINE LEARNING AND LANGUAGE

Why multi-turn RL + LLM Agents?

Other Methods

SFT
) =)

2

Validated Prompt Response
Learned

& Response

Single-turn RL

BN a Update
Single-turn
Rollout Pg(als)

Static Tasks

yx_ Single-turn
(X+Y)=

Non-Stochastic
Math

Single-turn

BB

Code

Non-Stochastic

RAGEN (Ours)

Dynamic Tasks

Single-turn
Stochastic
Bandit
Multi-turn
= Non-Stochastic

Sokoban

¢t @ Multi-turn

@ @  Stochastic
Frozen Lake

https://ragen-ai.github.io
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Why multi-turn RL + LLM Agents? a}

MACHINE LEARNING AND LANGUAGE

Other Methods RAGEN (Ours)
SFT Static Tasks StarPO (State-Thinking-Actions-Reward Dynamic Tasks
(GG (=] Policy Optimization) B single-turn
="= Single-turn Stochastic
Validated Prompt Response &= P fetumiRatiout Update  Bandit
& Response Learned Oh-atachastc
Math S0 aj 7o P s @ Pg(als) Multi-turn
P (T) w»ﬂ
: LLM 0 ,
Single-turn RL . @ u Non-Stochastic
ax Env Sokoban
¢ W, ‘pdate | [ge Sna ¢ @  Multiturn
Single-turn C= Non-Stochastic .
Rollout Po(als) ode Trajectory T 5o a) gl EW - B8 o) lig) 520 @ @ Stochastic
Frozen Lake
. y

https://ragen-ai.github.io 70



Optimizing each single action

Optimizing entire multi-turn trajectory

71



Optimizing entire multi-turn trajectory

Objective Function:

]StarPO (6) =Ep,¢~ Ty [R(D)]

where T is a full trajectory and R(7) is the cumulative reward over the trajectory.

72



StarPO: State-Thinking-Action-Reward Policy Optimization a}

K-turn Rollout for N Trajectories {

Input.  So a€ To Sk

LLM - Rollout

I

o Rollout Generation

Agent generates multiple trajectories (N) starting from initial states (P).

https://ragen-ai.github.io 73



StarPO: State-Thinking-Action-Reward Policy Optimization a}

K-turn Rollout for N Trajectories {
Input. So  ag | To sK
LLM - Rollout
generate
Output al = Thinking process </think> <ans> Ak </ans>

i B
o Structured Output

Each action af includes reasoning and executable action a;:

al’ = (think) ... (answer)a,(answer)

74



StarPO: State-Thinking-Action-Reward Policy Optimization aLiiaz

K-turn Rollout for N Trajectories {
Input.  So a€ To Sk
LLM - Rollout
generate

Output @k = Thinking process </think> <ans> @y  </ans>

act

i B
Q Rollout Generation

Agent generates multiple trajectories (N) starting from initial states (P).
a Structured Output
Each action a? includes reasoning and executable action a;:

al = (think) ... (answer)a,(answer) 75



StarPO: State-Thinking-Action-Reward Policy Optimization aLiiaz

K-turn Rollout for N Trajectories {
T = T ;
Input. So a; [T .. B Ak + [Tk || Sk+1
LLM - Rollout
generate feedback

Output a,"; = Thinking process </think> <ans> ag </ans> //n‘\
act > Env

i B
Q Rollout Generation

Agent generates multiple trajectories (N) starting from initial states (P).
a Structured Output
Each action a? includes reasoning and executable action a;:

al = (think) ... (answer)a,(answer) 76



StarPO: State-Thinking-Action-Reward Policy Optimization aLiiaz

K-turn Rollout for N Trajectories {
T =0 append 7 :
Input.  So ag To Sk '- arx |+ BiEN| S
LLM - Rollout
generate feedback

Output a,"; = Thinking process </think> <ans> ag </ans> //n‘\
act > Env

i B
Q Rollout Generation

Agent generates multiple trajectories (N) starting from initial states (P).
a Structured Output
Each action a? includes reasoning and executable action a;:

al = (think) ... (answer)a,(answer) 77



StarPO: State-Thinking-Action-Reward Policy Optimization a}

K-turn Rollout for N Trajectories {
T =0 append 7 :
Input.  So Ao o e | SK '- Ay + [Tk || Sk+1
LLM - Rollout
generate feedback
Output a,"; = Thinking process </think> <ans> ag </ans> //n‘\
' act > Env
Trajectory 1 so ap oM ST ... Sk ax Tk |Sk+1|> Tan =z i i
: ) , i

e Trajectory

Full sequence of interactions T = {So,ag, 10:51; =5k}

https://ragen-ai.github.io 78



StarPO: State-Thinking-Action-Reward Policy Optimization a}

K-turn Rollout for N Trajectories ‘ Update LLM

Trajectory 1

T(1) (n m S

Go append »
Input.  So a; o Sk '- a + [ Tk || Sk+1

LLM - Rollout Trajectory 2
T(2) @ [ @ e
generate feedback So g T || Sy | .- Sk+1
Trajectory N
Output a,"; = Thinking process </think> <ans> ag </ans> R J .4
L T\ (M) (9] )
@ ag Ty Sy || -+ Sg41
' act Env '
| - max 6,R
Trajectory t So @ | To S| .. Sk | % Tk |Sk+i| > Tal :2”‘ » LLM - Update max/starpo (6. R)
) ) v i

o Interleaving

Rollouts and updates are performed iteratively.
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StarPO: State-Thinking-Action-Reward Policy Optimization a}

AAAAAAAAAAAAAAAAAAAAAAAAA

K-turn Rollout for N Trajectories ‘ Update LLM
T on append T ‘, Trajectory 1
Input.  So o "o e 9K Ak + Tk | Sk+1 oy (I o (M)
Go | |\t (| || --- SESE (> 7))
LLM - Rollout Trajectory 2
T(2) (2) @ 2 2)
generate feedback So Qo |NoN || ES | --- BEEE| > 7))
Trajectory N
Output al = Thinking process </think> <ans> Ak </ans> VD - 4
a B <9 B ... ™
L=z 0 0 1 K+1| " Tall
' act » Env '
: | LLM - Update max/ (6,R)
TraJectory T So ag o S1 - Sk CZIT(‘ Tk |Sg+1/|>» Tan = 2 T; » P [Z] StarPO
: ) , i

o Interleaving

Rollouts and updates are performed iteratively.
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StarPO: State-Thinking-Action-Reward Policy Optimization a}

K-turn Rollout for N Trajectories ‘ Update LLM

T = , append T ; Trajectory 1
Input. So ap o .S,K‘ ' Ak 4+ Tx | Sg+1 0 B —_— -

Qo [ty | (| --- B> Tal =
— ke)
. O
LLM - Rollout Trajectory 2 =
T(2) @ [ @ L] 2) o
generate feedback So Qo [NEON || || --- SR> 7a1) =
g
Trajectory N =
Output el = Thinking process </think> <ans> a </ans> R - 4 &
K K a A T(N) (V) (018 ™ (V) g
Go | [toN | ESE || --- S (|-> 1)) o
I~} i, Z
act Env

I ' - max 6,R
T T P =2n » LLM - Update max/starpo (6. R)
i

Trajectory 1 So  Gp |[ioN| EEN( .. ESR| Gk RECH | SRR | -

o Interleaving

Rollouts and updates are performed iteratively.
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StarPO: State-Thinking-Action-Reward Policy Optimization

K-turn Rollout for N Trajectories ‘ Update LLM
T on append T ‘, Trajectory 1
Input.  So o "o e 9K Ak + Tk | Sk+1 oy (G NG ot
LLM - Rollout Trajectory 2
T(2) @ e <@
generate feedback So Qo |NfON || ES || --- B3
Trajectory N
Output al = Thinking process </think> <ans> Ak </ans> VD - 4
s T(V) N) ™ |, ™
H Go | Ntod || ESaN | --- Sk |

I ' - max 6,R
T S =zn » LLM - Update max/starpo (6. R)
v i

. T
Trajectory 7 So @ | To [S1 |, .. Sk | %

o Interleaving

(n
Tall

@
Tall

)
Tall

Normalization function R

AAAAAAAAAAAAAAAAAAAAAAAAA

A (1)
Tall

A (2)
Tall

A (N)
Tan

Rollouts and updates are performed iteratively.

https://ragen-ai.github.io
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StarPO: State-Thinking-Action-Reward Policy Optimization

K-turn Rollout for N Trajectories ‘ Update LLM
T on append T ‘, Trajectory 1
Input.  So o "o e 9K Ak + Tk | Sk+1 oy (G NG ot
LLM - Rollout Trajectory 2
T(2) @ e <@
generate feedback So Qo |NfON || ES || --- B3
Trajectory N
Output al = Thinking process </think> <ans> Ak </ans> VD - 4
s T(V) N) ™ |, ™
H Go | Ntod || ESaN | --- Sk |

I ' - max 6,R
T S =zn » LLM - Update max/starpo (6. R)
v i

. T
Trajectory 7 So @ | To [S1 |, .. Sk | %

o Interleaving

(n
Tall

@
Tall

)
Tall

Normalization function R

AAAAAAAAAAAAAAAAAAAAAAAAA

A (1)
Tall

A (2)
Tall

A (N)
Tan

Rollouts and updates are performed iteratively.

https://ragen-ai.github.io
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Researching why multi-turn RL collapse? MLL LaB

We use a Controlled Environment

Single-turn Multi-turn ¢ @  Multi-turn
: Stochastic Non-Stochastic ) Stochastic
Bandit Sokoban Frozen Lake
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Researching why multi-turn RL collapse? MLL LaB

We use a Controlled Environment

ﬁ P AN - Multi-turn
& Stochastic Non-Stochastic o @ Stochastic
sandt Sokoban Frozen Lake

H H H#H H#H H #H L O O

# _ P _ # # p

# _ X _ # # - = ==

# _ _ _ # # G O O _ =

# _ _ _ O # 0 _

# # #H H #
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Experiment Settings

@& Model & Framework
e Model: Qwen-2.5 (0.5B) LLM
e« Framework: StarPO (PPO & GRPO variants)

B Hardware & Iterations
o« Hardware: H100 GPUs

e« |terations: 200 rollout-update cycles

£} Batch & Trajectory

e« Batch: P = 8 prompts, N = 16 rollouts/prompt
e Trajectory: Max 5 turns, 10 actions/turn

https://ragen-ai.github.io
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Finding 1: Instability in Multi-Turn RL

Bandit (Stochastic, Single-Turn) Sokoban (Deterministic, Multi-Turn) @ FrozenLake (Stochastic, Multi-Turn)

a

o
\J
a

Average Success Rate
o
. . o
(=)
Average Success Rate
o
N

o
=
o

o

o

Ul
o
-

o
N
9}

0.00 /\ o

0 50 100 150 200 0 50 100 150 200 0 50 100 150 200
Steps Steps Steps
—— GRPO PPO

o
(@)

o
o
o
Average Success R

C Different from Single-Turn

—J

C PPO > GRPO: critic help resist early-stage degradation




Finding 2: The "Echo Trap" Failure Mode

Step  Model Output

0 Dragon is often associated with patience, strength, and reliability,
while Phoenix is associated with speed, agility, and creativity.

0 The symbolic meaning of Dragon and Phoenix’s names suggests that they
may have different reward distributions... Therefore, I think Phoenix
is more likely to give higher rewards on average.

150 My initial intention is to pick arm Dragon. My first action is to go
for arm Dragon.

150 My initial intention is to pick arm Dragon, so my first action is to
go for arm Dragon.

150 My initial intention is to choose Arm Dragon. After analyzing both

arms, my intention was to choose Arm Dragon.

What happens when collapse? Repeating!




Finding 2: The "Echo Trap" Failure Mode

@, Model Behavior Evolution

r
Early-stage: Late-stage:

Diverse reasoning (symbolic, exploratory). Repetitive, deterministic templates (e.g.,
"choosing Dragon" without justification).

C RL reinforces superficial patterns, suppressing exploration J




Finding 3: Collapse Indicators

C |deal Reward: increase steadily ]

Average Training Reward

O
N

O
o

|
O
I

Average Training Reward
|
o
N

0 50 100 150 200
Steps

—— Bandit (GﬁPO) —— Frozen Lake (GRPO) —=— Sokoban (GRPO)
—=—  Bandit (PPO) —+— Frozen Lake (PPO) —— Sokoban (PPO)



Finding 3: Collapse Indicators

Average Training Reward In-Group Reward Standard Deviation

c
9
©
© (@]
S
2 00 5
£ 510"
s -0.2 o
b= @
2 S
2 21072
5-0.4 x 10
> Q.
< o
Q
0 50 100 150 200 = 0 50 100 150 200
Steps Steps
—— Bandit (GRPO) —+— Frozen Lake (GRPO) —=— Sokoban (GRPO)
—=—  Bandit (PPO) —+— Frozen Lake (PPQ) —— Sokoban (PPO)

C Reward Standard Deviation: Drops sharply before performance degrade. )




Finding 3: Collapse Indicators

Average Training Reward In-Group Reward Standard Deviation

c
9
©
© (@]
S
2 00 5
£ 510"
s -0.2 o
b= @
2 S
2 21072
5-0.4 x 10
> Q.
< o
Q
0 50 100 150 200 = 0 50 100 150 200
Steps Steps
—— Bandit (GRPO) —+— Frozen Lake (GRPO) —=— Sokoban (GRPO)
—=—  Bandit (PPO) —+— Frozen Lake (PPQ) —— Sokoban (PPO)

C Reward Standard Deviation: Drops sharply before performance degrade. )




Finding 3: Collapse Indicators

Entropy Loss for PPO Methods Entropy Loss for GRPO Methods
8

Entropy Loss
N > (@) Q0
Entropy Loss
-b N

N

%

% 50 100 150 200 50 100 150 200
Steps Steps

—— Bandit —— Frozen Lake —— Sokoban

7

C Output Entropy: Sharp drop indicates overconfidence, narrow reasoning patterns. ]




Finding 3: Collapse Indicators

7Gradient Norm for PPO Methods (7;radient Norm for GRPO Methods
10 10
= \| &
S 10° S 10°
I= c -W%
Q@ o
< 1071 < 1071
© ©
@) O
-5 -5
1075 50 100 150 200 107 50 100 150 200
Steps Steps
—— Bandit —— Frozen Lake —— Sokoban

C Gradient Norm: plateaus and spikes confirm training instability.. ]




Finding 3: Collapse Indicators

4. Early Warning Signs ¥ Confirmation Signs

Reward Standard Deviation: Drops sharply - Average Reward: Plateaus or drops.

before performance degrades (Fig 6).
Gradient Norm: Spikes indicate instability

« Output Entropy: Sharp drop indicates and irreversible collapse.
overconfidence, narrow reasoning paths.



StarPO-S: Stabilized StarPO

Coreldea

Focus on training on more informative samples.

0 Trajectory Filtering

Retain only highly uncertain prompts (high reward variance).

e KL Term Removal

Eliminate KL divergence penalty in PPO.

e Decoupled Clipping (Asymmetric)

Use higher upper bound for PPO clipping.



Finding 4: Uncertainty Filtering Improves Stability

Q Method: Sort prompts by reward variance and retain only the most uncertain ones.

¥ Uncertainty Filtering
Sort prompts by reward variance (Std) from rollouts. Retain top p% most uncertain prompts.

U(mg, M, So) = Stdy « my(. | s)[R(D]

~ Effect (Fig7)
Filtering low-variance rollouts significantly delays or eliminates collapse (esp. PPO).
Improves training efficiency (fewer updates needed).

Aggressive filtering (e.g., 25% retention) is effective.



StarPO-S:; Stabilized StarPO

Success Rate on Frozen Lake (PPO) Success Rate on Sokoban (PPO) Total Time (s) on Sokoban (PPO)

0.3 15000
2 2-’ D
@ © 0.2
o o
o - 10000
o o
001 g % 5000
- -
o 7

0073 50 100 150 200 0075 50 100 150 200 % 50 100 150 200

Steps Steps Steps
—— All Rollouts —— Keep 25% —— Keep 50% —— Keep 75%
C Filtering out low-variance trajectories reduces collapse risk. )

CCollapse is largely mitigated when more than half of the trajectories are filtered.)




StarPO-S: Stabilized StarPO

Success Rate on Sokoban (GRPO)

0.075
0.050
0.025
ey 50 100 150 200
Steps
—— All Rollouts —— Keep 25% —— Keep 50% —— Keep 75%

C Critic is important )




Finding 5: KL Removal & Asymmetric Clipping

4L¥  Methods (from DAPO, adapted for multi-turn):

22 KL Removal % Clip-Higher (Asymmetric)

Eliminate KL divergence penalty in PPO objective. Decouple PPO clipping bounds.

€high — 0.28, Elow — 0.2

Note: Higher upper bound for better exploration

~ Effect (Fig 8)
Both methods improve peak success rate and delay collapse.
Allows more aggressive learning from high-reward trajectories.

More flexible gradient shaping.



StarPO-S:; Stabilized StarPO

Sokoban (PPO) Frozen Lake (PPO)
0.125 0.25
2 0.100 2 0.20
& &
wn 0.075 0 0.15
0 2]
o o
© 0.050 © 0.10
=] ol
7 n
0.025 /\\ 0.05
00005 50 100 150 200 2907 50 100 150 200
Steps Steps
( )

Removing KL constraints and enabling stronger positive gradient flow both

improve peak performance and delay collapse in multi-turn RL.




StarPO-S: Stabilized StarPO

Bandit

21.0

[1+1
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@® 05

Q
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0
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Steps
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m 0.2 /—*—/’\/I
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Q
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Steps

———  StarPO-S

Finally!




RAGEN: Training Agents by Reinforcing Reasoning &

Choose between the Phoenix arm

Ik Stace and the Dragon arm.

Agent Reasoning
s Phoenix Arm Option (Low Risk)

<think> ...associated with positive outcomes and
stable reward distribution... </think>

<ans>Phoenix </ans>

Step 20 Update

Bi-Arm Bandit Case Study ﬁl

https://ragen-ai.github.io

Init State

MACHINE LEARNING AND LANGUAGE

Choose between the Phoenixarm
and the Dragon arm.

Agent Reasoning
&2 Dragon Arm Option (High Risk)

<think> ... associated with power and wealth,
suggesting different risk profile... </think>

<ans>Dragon </ans>

0.75 x ¥ (0.1,0.1)
Qe H { 0.25 X N (1,0.1)

Update

103



Finding 6: Rollout Quality Matters

Q Key Dimensions: Task diversity, interaction granularity, rollout frequency

I.I Key Dimensions of Rollout Quality:  Task Diversity  Interaction Granularity ~ Rollout Frequency

) Task Diversity (Table 2) % Interaction Granularity (Table 3)
Higher diversity: Optimal actions per turn:

More distinct prompts improves generalization 5-6 actions enables better planning
Optimal configuration: Too many actions:

Fewer responses per prompt (e.g., 4 per prompt) 7+ actions degrades performance
Minimum requirement: Reason:

Multiple responses per prompt to enable contrast Avoids noise from overly long rollouts



Finding 7: Reasoning Needs Fine-Grained Rewards

:.‘." Problem: Simply encouraging reasoning doesn't guarantee actual reasoning

i. Current Reward Limitations

Models often regress to direct action selection if no reward advantage exists.

Shallow strategies suffice in simple MDPs.

®., Hallucination

When rewards only reflect success, models produce fake reasoning ("hallucinated thoughts").



Our Engineering Efforts MLL LAB

&) Structured Rollouts @ Customizable Rewards M Multi-turn Environments

Easy to Plug-in Your Own Model / Environment!

https://ragen-ai.github.io 106



<think> <think> <think>

First, I need to push the box to Since the box is still on the left, I~ Since the box is still on the right,
the left to clear the way to the need to push it to the right to the I need to push it to the left to the
target. Then, I can push the box  target. Then, I can push the box target. Then, I can push the box

down to the target. down to the target. down to the target.
</think> </think> </think>

<answer> <answer> <answer>

Left, Down Right, Down Left, Down
</answer> </answer> </answer>

Kangrui Wang*, Pingyue Zhang*, Zihan Wang*, Qineng Wang*, Linjie Li*,
Zhengyuan Yang, Hanyang Zhang, Tong Zhang, Kyunghyun Cho,
Lijuan Wang, Ranjay Krishna, Jiajun Wu, Li Fei-Fei, Yejin Choi, Manling Li


https://jameskrw.github.io/
https://williamzhangsjtu.github.io/
https://zihanwang314.github.io/
https://qinengwang-aiden.github.io/
https://scholar.google.com/citations?user=WR875gYAAAAJ&hl=en
https://zyang-ur.github.io/
https://kyunghyuncho.me/
https://www.microsoft.com/en-us/research/people/lijuanw/
https://jiajunwu.com/
https://profiles.stanford.edu/fei-fei-li
https://homes.cs.washington.edu/~yejin/
https://limanling.github.io/

Challenge 1

States: text — visual



Challenge 1 States: text — visual

Turn 1 Turn 2 Turn n

Trajectory s; T, a; <eoa> a, <eoa> .. Tn an <eoa>

Selective Token Mask

Turn 1 Turn 2 Turn n

Trajectory s; T; a; <eoa> S a, <eoa> Sn My @, =eoa>

Mloss
wear 0 [T ll- o fufaa



Findings 1:

masking image tokens during training improves performance

AN
o

—— AICO
—=—  A|CO w/0 Loss Mask
—+—  A|CO w/0 Adv Mask

w
al

o

Ul

Ul

Test Success Rate (%)
IS - B N W

e o e A

0 20 40 60 80 100 120 140
Steps

o Ol

Comparing our method with versions that remove different masks, we find that both
loss mask and GAE mask are crucial for performance. Image tokens should be
ignored during both advantage estimation and loss back-propagation



Conclusion 1

Not every token is important for optimization

o VLMs face distribution shift when multimodal inputs are introduced (input_space!=output_space)
o Visual tasks suffer from state redundancy in long-context image and low-level details



Challenge 2

Single-turn — Multi-turn

So, stabilize the RL training via Multi-turn Advantage Estimation



Challenge 2: Single-turn — Multi-turn

Tokens T, a; <eoa> T, a; <eoa> T, a, <eoa>
Reward T
@ ,@ 0 @ ,@ 0 @ @ 0

Token-Level GAE AT1 A, Ay ATz Aq, 4; ATn Ag, A,
yxoken Ymken Ymken YIoken YIoken YIoken

Cross-Turn Credit Assignment (Turn Reward)

Tokens T, a; <eoa> T, a; <eoa> T, a, <eoa>
Reward 1 - T _Vfur"n_ 2— T

Turn-Level GAE /"_—\r ———————— i

: @) 4,2 4, (2) 4 (1 (2) (2 1

Bi-Level GAE A 49 | A el . & A
Token-Level GAE " __M&_ w_*___“

Vtoken Ymken Vtoken YIoken YIoken YIoken



Finding 2.1: (Bi-level GAE + Turn reward) > (GAE + Traj Reward)

x ’ > e A z g train/success/SokobanConfig(dim_room=(6, 6),max_steps=100,num ... mode=vision,min_actions_to_succeed=5,max_actions_per_step=3)
train/success/FrozenLakeEnvConfig(format_reward=0.5,is_s...vision,max_actions_per_step=3,min_actions_to_succeed=5)

ypo-frozenlake train/success/FrozenLakeEnvConfig(format_reward= I

Jccess/FrozenlLakeConfiglis_slippery=False,size=4,p=0.8,render_mode=vision,max_actions_per_step=3,min_actions_to_succee

e (Bi-level GAE + Turn reward) is consistently better than (GAE + Traj Reward)



Finding 2.2: Turn Reward and Bi-level GAE jointly enhance cross-turn credit assignment

—— TRICO
—s— TRICO w/o Turn Reward
—+— TRICO w/o Bi-level GAE

W
o

N
al

\

N
o

Test Success Rate (%)
b —
) ol

a1

e m— sh

0 20 40 60 80 100 120 140
Steps

o

e Removing Turn Reward leads to a slight performance drop.
e Removing Bi-level GAE causes the model to collapse after a certain level of training.



Conclusion 2

Accurate Advantage Estimation

m VLM generates an action token by token, causing two levels of decision making processes
e Action Level: POMDP (Partially Observable Markov Decision Process)
e Token Level: MDP (Markov Decision Process)



Putting them together...



TRICO: Turn-Aware Reason-Interaction Chain Optimization

Selective Token Masking

Turn 1 Turn 2 Turn n
Trajectory s; T; a; <eoa> S, T, ap <eoa> . Syn tln N, [Seoa=
Mloss
Mad"} 0 1 1 i) 0 1 1 1 0 i 1 1

Cross-Turn Credit Assignment (Turn Reward)

Tokens T; a; <eoa> T, a, <eoa> . 15 || 4, <eoa>
Reward 1 - p) yn=2 T
Turn-Level GAE W — -7 —___“ S
Bi-Level GAE (A% (4D e A0 . AP 4D AP
Token-Level GAE W W | :i_/’\_/
Vioken Ytoken Vioken Vtoken Vioken Vtoken
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Algorithm 2 TRICO: Turn-aware Reason-Interaction Chain Optimization

Input: Policy LM 7y, Environment, Critic V, Reference LM 7, ¢¢
Hyperparameters: Discount v ,u, Vioken, GAE A, PPO clip €, KL penalty 3
Ultimate Objective: maxy Fy,[R(s)] where s = (so,ad,s1,ai,...,sx,a%)

Phase 1: Trajectory Collection

1: Sample initial observation so and generate sequence s = (so, ad , s1,a1 ..., 5K, a?}) where:
® az =<think>...</think><ans>a,</ans><eoa> ~ my(:|S<¢)
e Only <ans>aj</ans> part is sent to environment to receive sj 1

2: Store complete sequence with policy probabilities as moid

Phase 2: Token-level Advantage Estimation
3: Define s; as the sequence up to the ¢-th token in s
4: Assign masks: M'* (tokens to update), M®3V (tokens for advantage discount calculation)
5: For each token { in sequence s:
e Calculate KL penalty: ri " = —f - (7o(-|s<t) — Tret(+|5<t))

i KL ¢ : - KL
e Set rewards: r; = r; ~ for non-terminal tokens; 7, = Ry(xo,...,Yx) + ¢

at the k-th </eoa>
6: Compute Bi-level Advantage using GAE:
. Use Yturn when computing GAE across turn boundaries (at <eoa> positions)
2. Use 7Yioken for tokens within the same turn
7: Apply masking: Skip tokens with M®? = 0 in calculations
8: Normalize advantages with masked whitening
9: Update returns: R; = AT 4+ Vy(s)

Phase 3: Policy Update with PPO

10: Compute probability ratios: r:(6) = %;T))

- >, M55 [t]-[min(r¢ (0) AT AP clip(rs (6)) AFAP
11: Apply masked PPO objective: JFFO(9) = == — [“““"\‘, ',\I]"_,FR[Z,L dabad ¢ )l
Lot *

= Critic 3, MOS8 (4] [(Vy (se)—Re )2
12: Update critic: J~""¢(¢) = = = ],\[ S A ]
t“l [t

13: Return to Phase 1 for the iterative optimization




Comparison with Existing Method

Feature

Sequence Structure

LM output
Representation

Discounting

Optimization

PPO

Single response (y) to
prompt ()

No special structure

Single discount rate 7y

All tokens equally

StarPO

Multiple turn interaction
(v0, z1, Y1, --.)

<think>...</think>

<ans>...</ans>

Single discount rate 7y

All tokens equally

TRICO (Ours)

Multiple turn interaction
(v0, 1,91, --.)

<think>...</think>
<ans>...</ans><eoa>

Bi-level: v4y,n, and
Ytoken

Selective token
optimization



<think>
First, I need to push the box to

the left to clear the way to the

target. Then, I can push the box
down to the target.

</think>

<answer>

Left, Down

</answer>

<think>

First, I need to push the box to

the left to clear the way to the

target. Then, I can push the box
down to the target.

</think>

<answer>

Left, Down, Left

</ancwer>

<think>
Since the box is still on the left, I
need to push it to the right to the
target. Then, I can push the box
down to the target.

</think>

<answer>

Right, Down

</answer>

<think>

Since the box is still on the left, I
need to push it to the right to the
target. Then, I can push the box
down to the target.

</think>

<answer>
Right, Right, Down

</ancwer>

<think>

Since the box is still on the right,
I need to push it to the left to the
target. Then, I can push the box
down to the target.

</think>

<answer>

Left, Down

</answer>

<think>
Since the box is still on the right,
T need to push it to the left to the
target. Then, I can push the box
down to the targeft.

</think>

<answer>
Left, Left, Down
</answer
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Results — Frozenlake Examples

-

2
¢ :

O

*

<think> <think>

To reach the goal, | should first Since moving right did not reach
move towards the gift box. The the goal, the next step should
gift box is located to the right of be to move down to see if that
the player. Therefore, the first helps in reaching the gift box.
step should be to move right. </think>

</think> <answer>

<answer> Down, Down, Down

Right, Right, Right </answer>

</answer>



Results — Maniskill Examples

<think>First, | need to grasp cubeA at

its current position and then place it at
goalA.</think><answer>pick(-65, -200,
20)|place(100, 100, 0)

<think>| need to grasp the apple first to move
it to the drawer.</think><answer>pick(-128,
161, 36)|place(-500, -537, 400)</answer><|
im_end|>

<think>| need to grasp the red cube and
place it on top of the green cube first.</
think><answer>pick(66, -86, 20)|place(-28,
-21, 60)

<think>Next, | need to grasp cubeB and
place it at goalB.</think><answer>pick(142,
-142, 20)|place(-100, 100, 0)</answer><|
im_end|>

<think>| need to close the drawer to complete the
task.</think><answer>push(-500, -367, 200, -500,
-537, 200)</answer>

<think>| need to grasp the purple cube and
place it on top of the red cube.</
think><answer>pick(-96, 140, 20)|place(-20,
-20, 100)</answer>



Results — SVG Code Generation Examples

QO

0°

<think>

| need to generate SVG code for an icon that
resembles a clock with a pendulum. The icon will
have a circular shape with a pendulum inside. The
pendulum should be a simple line, and the clock
face should be a circle with a smaller circle inside it
to represent the hour hand.

</think>

<think>

| need to generate SVG code for an icon that resembles a
person with a leaf and a water droplet. The icon should be
simple and clear, with a person's head, a leaf, and a water
droplet as the main elements. The person's head should be
circular with a small circular element in the middle, representing
the eye. The leaf should be a simple, stylized shape, and the
water droplet should be a small, circular element.

</think>

<think>

| need to generate SVG code that accurately
represents the image of a flower bud. The
flower bud has a round shape with a small,
pointed tip at the top. The stem is a simple line
extending downward from the bottom of the
bud.

</think>

<think>

The SVG code generated initially is almost correct, but the
pendulum line is not visible. | need to add the pendulum line to
make it more precise and similar to the original image.

</think>

<think>

The SVG code generated earlier has a person's head with a
circular element in the middle, a leaf, and a water droplet.
However, the current image shows a person's head with a circular
element in the middle, a rectangular base, and a small circular
element on the bottom right. The leaf and water droplet are
missing in this image. | need to adjust the SVG code to include
these elements.

</think>

<think>

| need to revise the SVG code to make it more precise and
similar to the original image. The original image shows a
flower bud with a round shape and a small, pointed tip at the
top. The stem is a simple line extending downward from the
bottom of the bud. The revised SVG code should reflect these
details accurately.

</think>



Let us go back to MDPs (Markov Decision Processes) MLLLAB

AAAAAAAAAAAAAAAAAAAAAAAAA

MDP Policy

Action q, l

[ @ . }Goa|g)[ A Agent J [@Phys:ical World]

State 5,
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Let us go back to MDPs (Markov Decision Processes) (-

AAAAAAAAAAAAAAAAAAAAAAAAA

Action a, l
[ @ Human }Goalg{ Agent } [@Physical WorIdJ

State S, T Reward 7, Reward 77 State Sy ;

Reward Model
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Reward Model o,d —r




Constructing Code-Based Reward from Unconstrained Language Preferen

Original task

Push the ball onto
the target.

*‘ RosETTA

Way too fast.
Let's slow it —r-» Preference
WS down. Groundlng

Maybe it could
g just rotate the —/ Staging
- ball?

speed =
norm(st[:,7:10])
(_’ over = speed > 0.02
rew -= 0.5 * over

xvel = linvel([:,0]
spin_r = tanh(angvel) *
tanh(xvel * 5.0)

rew += spin r * in stg2

shift = tgt_rad +

Move to the
g right, one = COding _J_, bal l_rad

target’s width

goalp = tgt.pos() +
[0, shift, O]

: Push it between

the bins, or pick
it up if that’s too
hard.

Place the apple
on the edge of
the drawer.

* Great job again!

Red in the
middle now.

Move the balls
to the first bin,
but also fruit to
the second bin.

LL LAB

MACHINE LEARNING AND LANGUAGE

Short horizon

Long horizon
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So we need Standardization!



LLMs

Embodied Agent Interface

VirtualHome BEH VIOR

Embodied Environments




A Single Line of Code cai-eval --all



Let us go back to MDPs (Markov Decision Processes)

Action a, l
]Goalg
[ @ Human { D Agent J |i@Physical World
J
A A

State s, Reward 7, Reward 77 State ;4 ;




Markov Decision Process

Action a,

State 5,



Markov Decision Process

Action a,

State 5,
Input Goal

<g, 59> Interpretation



Output

Markov Decision Process Action
<a, daz, .., 4~  Sequencing
Subgoal
< >
Action &, EARR Decomposition
Goal g ?
@) Agent
State s,

Input Goal
<g, 59> Interpretation



Markov Decision Process

Action a,

State 5,

Output

<a;, a,,..,a;=
<87, 89, 0, S
Learn

(St’ at) — St+]

Input
<g, S0>

Action
Sequencing

Subgoal
Decomposition

Transition
Modeling

Goal
Interpretation



Embodied Agent Interface

Action
Sequencing

Subgoal
Decomposition

Transition
Modeling

Goal
Interpretation



Embodied Agent Interface

Goal Subgoal Action Transition
Interpretation Decomposition Sequencing Modeling



LLMs

Embodied Agent Interface

Goal Subgoal Action Transition
Interpretation Decomposition Sequencing Modeling

Embodied Environments: BEH VIOR VirtualHome




QOO

«EY?

Embodied Agent Interface

A Single Line of Code eai-eval

https:

https:

https:

https:

https:

https:

//embodied-agent-interface.github.io

-—all

//huggingface.co/datasets/Inevitablevalor/EmbodiedAgentInterface

//github.com/embodied-agent-interface/embodied-agent-interface

//hub.docker.com/r/jameskrw/eai-eval

//pypi.org/project/eai-eval

//embodied-agent-eval.readthedocs.io

[m] 3 4[]




Future

Interacting with Environments

Large Embodied
Language
Model Agent

Goal-driven Decision Making



Missing knowledge about physical world

Horizon
A
Semantic-
Centric
Object Concept
- 4
Shape / Color ...
Pose / Orientation...
Geometric- Geometric Features

Centric vy

Relationship

Spatial Relation

Egocentrism

Geometric Structures

Planning

_ y
Action J

» Long-Horizon

State Changes

Navigation x
Mental Simulation
x Episodic Memory x

Laws of Physics



My Goal: Physical World Knowledge

Horizon
A

Semantic-
Centric

» Long-Horizon

Go to Longer Horizon!

Go to Lower Level!

Geometric- .
Centric



Foundation Models Meet Embodied Agents

https://foundation-models-meet-embodied-agents.qgithub.io/

Manling Li Yunzhu Li Jiayuan Mao Wenlong Huang
Northwestern Columbia MIT Stanford

¢ = Northwestern
2y University
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