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How Models Learn (and Fail to Learn) the Physical World

1)

A robot arm is placing
the banana on top of
the coaster

i

banana = monkey — jump

What we expect Output from Wan2.2




Reasoning Memorization

what we want what we truly learn






The Age of Agents

Capability

2026.01 MPENCI'AW

OpenClaw becomes fastest .

growing repo in history

2025.11
Agentic browsers emerge ‘

2024.11
2023.03 Anthropic creates MCP ‘

‘ AutoGPT & BabyAl

2023 2024 2025 2026



But Agents can fail catastrophically

Fortune - Jul 2025

An Al powered coding tool wiped
out a software company’s

database, then apologizedfora___
Catastrophlc failure (; Replit agent deleted 1 200 produc’uon

' records during a code freeze — then
fabricated evidence saying data was
unrecoverable

t Doolive Muban

ECRI - 2026 Patient Safety Report

‘Navigating the Al diagnostic
dilemma’ is healthcare’s No. 1

patlent SafEty Conce ML models failed to recognize 66% of

crltlcal health conditions in

Marty Stemeniak | March 10, 262
synthesized cases

Business | Artificial Intelligence

Barrack Al - Feb 2026

Amazon's Al deleted production.
Then Amazon blamed the

humans. Klro agent was asked to flx a smaII bug

rebusy 22, 3026 - % i raag g — deleted and rebuilt the entire

|3 Chayubarany AWS production environment. 13-
hour outage.

Fortune - Mar 2026

"Rogue Al is already here"

700 real -world Al scheming cases

|1 identified. 5x rise in misbehavior
h between Oct 2025 and Mar 2026.




The Age of Agents

Capability

2026.01
OpenClaw becomes fastest ‘

growing repo in history

2025.11
Agentic browsers emerge ‘

2024.11
2023.03 Anthropic creates MCP ‘

‘ AutoGPT & BabyAl

2023 2024 2025 2026



The Age of Agents

2026.01 Capability
OpenClaw becomes fastest ‘

growing repo in history

2025.11
Agentic browsers emerge ‘
2024.11
2023.03 Anthropic creates MCP ‘ h
‘ AutoGPT & BabyAl The
Trust
2023 2024 2025 2026 Gap
2025 I ‘
Replit DB deletion
2025
ROME autonomous
to mini
crypto mining 2026
OpenClaw deletes
researcher emails ‘
2026 .
Failures

OpenClaw API leak



From Black-Box Agents

to

Controllable Agents



What is a Foundation Agent ?



What is a Foundation Agent ?

Having an agent that can do many tasks, across many environments.




What is a Foundation Agent ?

Having an agent that can do many tasks, across many environments.

Humans




Agent: Markov Decision Process

Humans g Foundation Models d

» EE— >

Environments

A
Oy § F




Foundation Models _ Foundation Agents

Static Reasoning Agentic Reasoning



Foundation Models

Static Reasoning



Is hydroxychloroquine effective for COVID-19?

Foundation Models

Li. ACL 2025 Inaugural Dissertation Award Honorable Mention Y Li, etc. COVID Claim Radar. ACL 2022 Demo Paper
Wang, Li, etc. COVID-KG. NAACL 2021 Best Demo Award Y Li, etc. GAIA. ACL 2020 Best Demo Award
Li, etc. CLIP-Event. CVPR 2022 Oral (Top 4%) Y Li, etc. Ranked 1st in NIST SM-KBP 2019 and 2020

o r4r4



Static: Knowledge Grounded Truthfulness

P(y|x)

Foundation Models
Humans y

Knowledge

Li. ACL 2025 Inaugural Dissertation Award Honorable Mention Y Li, etc. COVID Claim Radar. ACL 2022 Demo Paper
Wang, Li, etc. COVID-KG. NAACL 2021 Best Demo Award Y Li, etc. GAIA. ACL 2020 Best Demo Award
Li, etc. CLIP-Event. CVPR 2022 Oral (Top 4%) ¥ Li, etc. Ranked 1st in NIST SM-KBP 2019 and 2020

o r4r4



Agentic: What are new challenges?

n(alo,g)
H E Foundation Models 4 Physical World
umans o
Knowledge
Oy | 8 ry Fit1 Orp1! St+1

Wang,..., Li. RAGEN. 2.7k GitHub Stars, ICML Oral (top 1%). MMLS 2025 Best Poster Awarq
Li, etc. Embodied Agent Interface. NeurlPS Oral (top 0.4%), Best Paper at SoCal NLP 2024 Y
Wang,..., Li. VAGEN. NeurlPS 2025, featured by MIT Tech Review, Stanford HAI Y



Controllable Foundation Agents

Diagnosing
Instability

Challenge 1:

Single-turn = Multi-turn: Shrink and Collapse

Turn 1

Turn 2

Turn 7-1

Turn T

SN
Input

Env ] o
Patient is in bad

State -
condition
Raise support now.
Resp. 1 Recheck in 5 min.
Start urgent treatment.
Resp. 2

Watch blood pressure
Grounded

h

Patient getting
better slowly

h

Patient heart
rate increasing

Continue care and
monitor closely.

Stay cautious and
keep monitoring.

Generic

>

h

Patient is in
danger

Continue care and
monitor closely.

Continue care and
monitor closely.

Collapse

| Failure Modes in Agentic Reasoning




Controllable Foundation Agents

Challenge 2:

Diagnosing Static output = Agentic execution: Catastrophic Actions
Instability

( Control Barrier Functiorﬁ

Controlling
Behavior

Unsafe




2 B

Controllable Foundation Agents®

Challenge 3:
Diagnosing Token Economy: Budget
Instability
Controlling | d |
Behavior J/
Ask for more budget Switch tasks / hand off tasks
Budgeting

Cost .. | Budget-Aware Agent Learning




Controllable Foundation Agents

Diagnosing
Instability

Input
Env
State

Resp. 1

Resp. 2

Turn 1

Challenge 1:

Turn 2

Turn 7-1

Single-turn = Multi-turn: Shrink and Collapse

Turn T

_h

Patient is in bad
condition

Raise support now.
Recheck in 5 min.

Start urgent treatment.
Watch blood pressure

Grounded

h

Patient getting
better slowly

h

Patient heart
rate increasing

Continue care and
monitor closely.

Stay cautious and
keep monitoring.

Generic

—

Patient is in
danger

Continue care and
monitor closely.

Continue care and
monitor closely.

Collapse

Failure Modes in Agentic Reasoning




How do we learn?

2023: 2024 2025-26:
Prompting Supervised Finetuning Reinforcement Learning

I I : >



StarPO: State-Thinking-Action-Reward Policy Optimization

. | B T .
S50 Qg o ' S1 ... Sk A4g Tk Sk

Initial State Action Reward State State Action Reward State

Markov Decision Process as a sequence prediction.

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y

.AJZ R
RA



StarPO: State-Thinking-Action-Reward Policy Optimization n‘%%)‘

K-turn Rollout for N Trajectories

!-‘.ﬂ ,"' .ss SK

At each turn, the model takes in the trajectory history staring
from the initial state to the current state.

Step 1 - Trajectory Rollout
Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y


https://ragen-ai.github.io

StarPO: State-Thinking-Action-Reward Policy Optimization n‘%%)‘

K-turn Rollout far ¥ Trajectories

a " a Py .';’.:

generate

oy = Th Hk:'lg NOCESS C/ll)i(! L2 <ans> iy =/ans>

At each turn, the model generates a structured output
containing reasoning and action(s)

Step 1 - Trajectory Rollout
Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y


https://ragen-ai.github.io

StarPO: State-Thinking-Action-Reward Policy Optimization 6%%)1

K-turn Rollout for N Trajectories

aa o Spe

generate

u_'l'f_- Thinking process < /think> <anss A lans> @

action sequence

At each turn, action sequences are sent to the environment to
be excused step-by-step.

Step 1 - Trajectory Rollout
Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y


https://ragen-ai.github.io

StarPO: State-Thinking-Action-Reward Policy Optimization Q‘Aﬁ%},

K-turn Rollout For A Trajectories

append =
) (!I’; Ta - 2 Sy a; N i Sik41
1]
generate feedback
Output “1 = Thinking process  </think> <ans> i < /ans>

action sequence

Collect the turn-level reward and the new state to append to
the input sequence.

Step 1 - Trajectory Rollout
Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y


https://ragen-ai.github.io

StarPO: State-Thinking-Action-Reward Policy Optimization Q‘Aﬁ%},

K-turn Rollout for N Trajectories

& y append ‘,
input. g “0 o ' Sk K 4+ K SK+i

generate feedback

.. s : D
utput 4I.',- = vhlﬂklf"_] process <.f'(."|1lll() < ans>- (i,,_ ~-"_,’;Ln_~ et @
B
'r action sequence

Trajectary 5o ay S . 8¢ | Gy Tk Sk

Repeat for K turns to collect N Trajectories. l

Step 1 - Trajectory Rollout
Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y


https://ragen-ai.github.io

StarPO: State-Thinking-Action-Reward Policy Optimization p‘%@

K-turn Rollout for N Trajectories

. 4 append S
Input . Sg Gy ™ : Sk e+ xSk

generate feedback

Qutput U,'.; = Thinking process  </think> <ans> Gy < fane>
R
el -

' action sequence ;

- - r e ..-u. - -~ \
Trajectary 1 S0 ap m Sy .. Sy Q@ ' Sy an = \ 1
J| y

dd |

v

Compute trajectory-level rewards. l

Step 2 - Trajectory Verification
Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y


https://ragen-ai.github.io

StarPO: State-Thinking-Action-Reward Policy Optimization n‘%@

K-turn Rollout for N Trajectories Update LLM
s 7 ; ’ append ~ ajecton
Input  So (o o o ISKE @ + T& | S+ v . D - . ‘
40 o S | - Sieea K c A
e
®
LL.. ' ! \ E
- 5 % > 7 _
s § . S |f” ’ 5 )"'l y 1 — £ o
generate feedback 0 0 0 | - 2K X & A
o
<
= ralectory <
Output 2y = Thinking protess </think> <aps»> dp < fATS /\ ' g
‘ ‘ WA Al D ! 15 A ) Q ™
2| ap - Wfa | BSgE| - S | R < A

A Y -

‘ action sequence

: y . B , LLM - Update Max/5iapld. R)
Trajectory 1 Sy @y o 53 ... 5K Ry K S+ ayy = T ¥ ‘ 3 S tarP

Step 3 - Reinforce Multi-turn Trajectory
Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y


https://ragen-ai.github.io

Reasoning Collapse into Repetition

g
%

Oth round

g
g

Part | Diagnosing Instability

Breathing:

* Worse
Pale

Breathing:

Better
Fast

Condition:

* Fever
Confusion

Response:
* Weak
e Failing

Wang, ...,

Reasoning: Breathing is the most urgent
issue right now. Give oxygen first and
check if it helps.

Action:
Give oxygen

Reasoning: Oxygen is better, but the
body still looks under stress. Add fluids
and keep watching closely.

Action:
Give fluids

Reasoning: This is not just slow recovery
anymore. The new fever and confusion
may signal infection, so we should
investigate.

Action:
Order tests

Reasoning: The patient is now
worsening despite earlier support. This
needs immediate escalation.

Action:
Call for help

Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025)



Reasoning Collapse into Repetition

Breathing:  Reasoning: Breathing is the most urgent Action: k =
(T Worse issue right now. Give oxygen first and Give oxygen « —
Pale check if it helps. ...

200 rounds later...

Confusion May signal infection, so we should Order tests
investigate.
Response: Reasoning: The patient is now Acti x 0
I_ Weak worsening despite earlier support. This Cclll?n.h | « -
oflo S
* Failing needs immediate escalation. alitor help

v

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y




Reasoning Collapse into Repetition

lg!!!q
lg!!!q

200th round

Ig!!!%
lg!!!%

Part | Diagnosing Instability

Breathing:

* Worse
Pale

Breathing:

Better
Fast

Condition:

* Fever
Confusion

Response:
* Weak
e Failing

Wang, ...,

Reasoning: The patient is unstable. Action:
Continue care and monitor closely. Monitor
Reasoning: The patient is unstable. .
oning patis Action:
Continue care and monitor closely. ,
Monitor
Reasoning:  The patient is unstable.
Continue care and monitor closely. Action:
Monitor
Reasoning: The patient is unstable. )
: . Action:
Continue care and monitor closely. ‘
Monitor

Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025)



Can we detect "Reasoning Collapse"?



Information-Theoretic Lens for Reasoning Collapse

H(Z|X) Entropy

Z : Reasoning X : Input

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



Information-Theoretic Lens for Reasoning Collapse

H(Z| X) Entropy

Diverse Reasoning

|s short reasoning

always good?

X : Input

Z : Reasoning

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



Information-Theoretic Lens for Reasoning Collapse

H(Z| X) Entropy

Diverse Reasoning

Compressed Reasoning

Z,;: Move up 0.1m ...
> | Z,: Move right 0.2m ...

X : Input
Z . Reasoning



Information-Theoretic Lens for Reasoning Collapse

H(Z| X) Entropy

|s long reasoning

?
always bad? Diverse Reasoning

Compressed Reasoning

X : Input

Z : Reasoning

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



Information-Theoretic Lens for Reasoning Collapse

H(Z| X) Entropy

Diverse Reasoning

Compressed Reasoning

X : Input

Z : Reasoning

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



Information-Theoretic Lens for Reasoning Collapse

H(Z| X) Entropy

.3 - | Z;: Avoid the traps ...

-
e

- | Z,: Plan the steps ...
¢t @

e  Z3iletme think it ... Diverse Reasoning

Compressed Reasoning

X : Input
Z . Reasoning



Information-Theoretic Lens for Reasoning Collapse

H(Z|X) Entropy

Z,: Avoid the traps ...

Z,: Plan the steps ...

= Z5: Let me think it ...

High Entropy # Meaningful Diversity

Models learn different ways to say nothing

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



Information-Theoretic Lens for Reasoning Collapse

H(Z| X) Entropy

Diverse Reasoning

](X; Z) Mutual Information

Inter-Input Diversity

Compressed Reasoning

H(Z) — H(Z ‘ X) -+ I(X, Z) X : Input

Z : Reasoning

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



Information-Theoretic Lens for Reasoning Collapse

H(Z) = HZ|X) + I(X;Z)

Diversity = Within-task Diversity + Task Dependence

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



How to Measure Mutual Information (MI)?

0 Sample — 9 Cross-Score — e Retrieve

Scoring matrix: log P(Z| X) Retrieval Accuracy
XX XX 3/4=T75%
Z1 2.1 -5.8 -6.2 5.5 v chance = 1/4 = 25%
.
Z2 -6.0 2.4 -5.9 -6.3 v
Healthy traini
Z3 -5.7 6.1 20 54 v ealthy training
Acc > 1/N
Z4 -5.5 -5.3 -5.8 -5.4 X
Under collapse
Diagonal = source input (should be highest) Acc — 1/N (chance)



Entropy Does Not

°
7

MI Predicts Performance

Disentanglement

Metric Family

- M

m Conditional Entropy

B Reasoning Entropy

H(Z|X)

+0.39

« m N 4 o o
o o o o o n_v.
SS3IONG Sl YIm uone|alo) ueuwueads

™~
=
|



Why will Ml Collapse? The answer lives in the gradient

8total = &signal T 8task-noise T 8reg

task-related sampling randomness KL and entropy
reward differences env stochasticity regularization



Signal-to-Noise Ratio (SNR) makes MI drop

”gsignal(x) ”

SNR(x) =

”gtask_noise(x) ” + ||greg||

Part | Diagnosing Instability

— High Signal-to-Noise Ratio (SNR)

Signal Noise
gradient g gradient g¢

Q. @ -

Update Optimal policy 6*
gradientg -7 -

7
/ ’//
/——-—
\
7
/

‘5___..—

pollcy update

— Low Signal-to-Noise Ratio (SNR)

Signal Noise
gradient g gradient g¢

Update Opt|ma| _pollcy 0*
gradientg 77 T N
t [

S mm=-

policy update



I task I\

”gsignal(x) ”

SNR(x) =

”gtask_noise(x) ” + ||greg||

Part | Diagnosing Instability

“gsigna]” < ||8reg||

SNR(x)‘l, I(X:2) ¢,

— High Signal-to-Noise Ratio (SNR)

Signal Noise
gradient g gradient g¢

Q. @ -

Update Optimal policy 6*
gradientg -7 -

7
/ ’//
==
/
\
7
/

‘5___—

pollcy update

— Low Signal-to-Noise Ratio (SNR)

Noise
gradient g¢

Signal
gradient g

Update Opt|ma| pollcy 0*
gradientg 77 T N
t [

S mm=-

policy update



Var®RIX)Y,  lgtaskldy

lgtaskll = \/ VarR1X) - €

Cauchy-Schwarz

Task gradient is
upper bounded by a term with

Reward Variance!

lgsignalll < lgregll SNR(x)‘l, I(X:Z) ¢,
— High Signal-to-Noise Ratio (SNR)
Signal Noise Update Optimal policy 6*
gradient g gradient g¢ gradientg -7 .

/
/ ’//
==
. /
\
7
/

‘5___—

pollcy update

— Low Signal-to-Noise Ratio (SNR)

Signal Noise Update
gradient g gradient g¢ gradient g

Optlmal pollcy 0*

P ‘s
~a s

N
S

~
+ —
—

_______

o ~
4 N

S mm=-

policy update



Theorem G.1 Reward Variance Controls Task Gradient

lgtaskll = \/ VarR1X) - €

Cauchy-Schwarz

Task gradient is
upper bounded by a term with

Reward Variance!

— High Signal-to-Noise Ratio (SNR)

Signal Noise Update Optimal policy 6*
gradient g gradient g¢ gradientg -t .

@ -0 o

‘5___..—

pollcy update

— Low Signal-to-Noise Ratio (SNR)

Signal Noise Update Opt|ma| pollcy 0*
gradient g gradient g¢ gradientg 77 T

~a s

|
N
S
~
+ —
: : ———————
7 \\

/ \
|
\ U

S mm=-

policy update



Theorem G.1 Reward Variance Controls Task Gradient

High Reward Variance

AV ValaVavas

Diverse
reasoning
chains

High
reward
variance

© reward

trajectories

-

Low Reward Variance

Similar
reasoning
chains

Strong
advantage
contrast

——
—

/'\_a
—>

Low 2
reward 03
0

variance

trajectories

Weak
advantage
contrast

o

— High Signal-to-Noise Ratio (SNR)

Signal Noise
gradient g gradient g¢

> @@

Update Optimal policy 6*
gradient g il .

-~
\
\
\
V4
/
I
~
~ =~ T~
1
1
\
\
\

S mm=-

policy update

— Low Signal-to-Noise Ratio (SNR)

Noise
gradient g¢

Signal
gradient g

Update Optimal policy 6*
gradient g P N

~a -

S mm=-

policy update



Gradient decomposition confirms the SNR view

Reward Variance @(R | X)

& 3.0 I

[

' o e | | .
Q1 Q2 Q3 104 Q5
RV Quantile Bucket

Low Reward Variance High Reward Variance



Gradient decomposition confirms the SNR view

Reward Variance@(R | X) Task Gradient ||gtask”
] asaT— N e E—— — o —

|

Q4 Q5 Q6 QL Q2 Q3/Q4 Q5 Q6
RV Quantile Bucket - RV Quantile Bucket

(i
)
(

Low Reward Variance High Reward Variance



Gradient decomposition confirms the SNR view

Reward Variance@(R |X) Task Gradient ||gtask” Reg G"fdie"t “greg”

6.0!»_'—51 1 N Y ‘
4.5F | v 0.075 - | |
o | 16} |
& 30' L 0050 . S ‘__,;“, L e > )
) e o [ o | LA N
H B R o |
0.0 -= e ® 0 . 0.000 .
6 of g taskll scales with RV | ' ||8reg|| is ~flat
4.5 0.075
o 6 |
& 3.0 0.050 -
T} .| :
1.5 | 0.025 -
\ i i I
0.0 o ® | ! - 0 \ 0.000 ‘
QL Q2 Q3 Q04 Q5 Q6 Q1 Q2 Q3104 Q1 Q2 Q3]'Q4 Q5
RV Quantile Bucket RV Quantile Bucket RV Quantile Bucket

Low Reward Variance High Reward Variance



How to avoid "Reasoning Collapse"?



Solution: SNR-Adaptive Filtering

Prompt A ‘—Téé High Reward Variance Q/ Keep Group
P tB ‘;fj

romp < Low Reward Variance
Prompt C ‘ ;24 <

% Discard Group

Mid Reward Variance V4 Keep Group
Sampling v
Rewards Reward Variance TOp—p Cumulative Ranking
R=1r,ry,...16] @(RlX) (accumulated RV > p)
Var(R|X)'T‘ ”gtask”¢ ”gsignalll < [lgregl SNR(X)¢ I(X; Z)T



Reward Variance can preserve MI: Stabilize performance

Only Top-p filtering works Updates preserve I(X;Z) Entropy: Not distinguishable

— Entropy reg. (0.003) —— KL reg. (0.0003) - -p Filtering (p=0.9) ~ — No Filtering

Task Success

Reasoning ".tropy

600 |
0.18 > 0.8 > I
@ 2 £ 450 B
T o 06
e 0,12 3 o 1
a < o 300 - =
3 o 04 = D N
O 0.06 > : <
o 5 02 © 150 | » 19
0.00 x o« ‘
L 1 1 1 1 1 0.0 0, 1 ; 1 1 f
0 40 80 120 160 200 Q 40 80 120 160 200 0 40 80 120 160 200

Steps Steps Steps



Reward Variance is a unique control signal

No filter (baseline)

RV filter 0.38 (+0.20) 0.84 (+0.29) 1.64 v
Entropy filter 0.20 (+0.02) 0.41 (-0.14) 2.20
Length filter 0.16 (-0.02) 0.91 (+0.36) 1.65

Reward Variance is the only filter to improve

BOTH performance AND Mutual Information.




Healthy Reward Distribution along early/mid/late training

avg = 0.57 avg ”*: 0.49 avg : 0.31

0.2 04 (Y] 08 . 0z 04 oo on 02 04 os 0.8
Prompt RV (81d across 16 rollouts) Promgt RV (std across 16 rollouts) Prompt RV (std across 16 rollouts)

'y 2 3 €4 6 ¢ 7 80 ® vV VTR DUHUWYWD T 2 3 & 5 0 7T B P WM R VWIS W T 2 3 & 5 & 7 R P VUM VWV MU

Rollouts Rollouts Rollouts
mixed-easy-hard disinbution mixed-easy-hard disinbution mixed-easy-hard distrdusion

Mard: ' [13%)

Hard: 6 (T5%) ed: S (62% Haeet: 3 (38%) oed: 5 (62% | Emp2ess) | |




Learning reasoning through RL

1. What are failure modes of RL?

2. What data priors should we encourage for exploration?

3. When is the best stage to encourage it?

Part Il Exploration over Exploitation Wang, ..., Li. RAGEN (2.5K Github Stars, Best Poster Award at Midwest ML 2025) Y



Exploitation vs Exploration

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



"familiar" env "unfamiliar" env
Apply Reinforcement Learning to LLMs

¢ @
i s e s
Webshop Bandit Sokoban FrozenLake
1.0 - 1.0 1.0 1.0
»
0.8 - 0.8 A 0.8 0.8
|
0.5 - 0.5 0.5 0.5
0.3 - 0.3 0.3 0.3 ! - o
&m ”
00 +—/—m—mm——————————— 0.0 0.0 0.0 M
O 10 20 30 40 60 75 90 0O 30 60 90 120 150 180 0O 30 60 90 120 150 180 O 30 60 90 120 150 180
steps steps steps
steps P P P
—— PPO ~— GRPO

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



How to identify OOD environments?

Perplexity of the state space, can be used to indicate OOD environments.

Task Perplexity

3

Sokoban 163.9
. Unfamiliar
Frozen Lake 187.1
ALFWorld 6 “
Familiar
WebShop 11.7

Part Il Exploration over Exploitation Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



Exploitation’ vs Exploration

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



Exploitation vs (Exploration

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



Exploitation vs Exploration
Pass@i Pass@Kk

Wang, ..., Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) Y



val Pass@k

e
o

O
0o

g
(e

S
~

&
N

O
=)

Exploitation vs Exploration

Familiar Environments: Pass@K improves

Y 4 T
val Pass@k val Pass@1
i 0.8 =@= Sokoban
I P FrozenlLake
— 0.6 wpes Al FWorld
C) m@== \\Webshop
g & =it Sudoku
0.4
g
0.2
1 ' 1 :L— 0.0 1
0 50 100 150 200 0 50 100 150
step , - step W,

Wang, ...,

OOD Environments: Pass@K struggles

Li. RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025) ¥



Learning agentic reasoning through RL

1. What are failure modes of RL?

2. What data priors should we encourage for exploration?

3. When is the best stage to encourage it?

Part Il Exploration over Exploitation Wang, ..., Li. RAGEN (2.5K Github Stars, Best Poster Award at Midwest ML 2025) Y



Learning agentic reasoning through RL

1. What are failure modes of RL?

— Exploration vs Exploitation

2. What data priors should we encourage for exploration?

3. When is the best stage to encourage it?

Part Il Exploration over Exploitation Wang, ..., Li. RAGEN (2.5K Github Stars, Best Poster Award at Midwest ML 2025) Y



Learning agentic reasoning through RL

1. What are failure modes of RL?

— Exploration vs Exploitation

2. What data priors should we encourage for exploration?

3. When is the best stage to encourage it?

Part Il Exploration over Exploitation Wang, ..., Li. RAGEN (2.5K Github Stars, Best Poster Award at Midwest ML 2025) Y



Encourage Exploration:

World Modeling

——

Part Il Exploration over Exploitation Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



(A

VAGEN

What is "World Model"?

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



External World Model

af
St = S

0 ' World Modeling

—
axn

Py

“Book falling like a rock”

Video: A "Visual Recording” of World State Changes




External World Model

Internal World Model



Internal World Model

Environment Interaction

AR .
'[ﬁ Environment

=)

A N

POMDP
5
pick(17, 170, 20)
place(-8, 56, 100)
Oy d;
Agent Internal Belief 7
S, a,

Wang, ...,

Part Il Exploration over Exploitation

goal &
St+1
ry Or i1
St+1 Str1

Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)

Agent Internal Belief

Red cube position: (17, 170, 20),
AP Green cube position: (-8, 56, 20),
Purple cube position: (-16, -75, 20)

First, | need to pick up the red
d; cube and place it on top of the

green cube.

Red cube position: (-8, 56, 100),
Green cube position: (-8, 56, 20),
Purple cube position: (-16, -75, 20)

St+1



Internal World Model

Environment Interaction Agent Internal Belief 7

Eg) e 8
[ ]
,E]. iAol goa <observation>
$ $ There is a plate on the dining

POMDP table to thg right.
Sy > 811 </observation>

move forward / <reasoning>
First, | should move forward to

get closer to the table. Then, |

> I can move to the right to be in
front of the table.
</reasoning>

Agent Internal Belief 7 <predictions
A Y A | will be closer to the table.
> a, < = </prediction>




Internal World Model

Environment Interaction Policy Aware World Models z
Z X% Workda
’

Bl ) 903| 8 <observation>
=xi®H EFnvironment

There is a plate on the dining
S;  table to the right.

g POMDP g </observation>
4 +1
Required close Transfer the sole <what-if actions
coverage = 1; approver, request 3 A
open HC = 2 olanned hires? Clt Transfer the sole approver
</what-if action>
O; a; ¥y Or+1 .
A <prediction>
S;+1 Delegate — transfer — open 2.
</prediction>
Policy Aware World Models 7
Vi a; S141 Y

open



(A

What is "World Model"? VAGEN

MDP _— POMDP

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



MDP @

g 8; | a; Spy St ar St F;

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



MDP @

g 8; | a; Spy St ar St F;

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



MDP @

g S; | ad; Spq ST | dr ST r;

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



MDP @

g S; | Ad; Spyq ST | dr ST r;




N

MDP da; VAGEN

8 S; | d; S St dr ST F;



N

MDP da; VAGEN

8 S; | d; S ST | dr ST F;

POMDP

8 Si | d; S St dr ST F;



N

MDP
d;
VAGEN

8 S; | a; Spyq
AY
T da
T ST
&
l

g 9
; Si a. S
B | Or §
T F;

Part |l Ex '
ploration over
Exploitation
Wan
g, ..., Li. V
AGEN (NeurlPS 2025, f
, featured b
y MIT Tech
Review, S
. Stanford HA
1)



N

MDP da; VAGEN
5; St+1

8 S; | d; S St dr ST F;

5; 5141

g |0; B a; Sam - Ot BEl Ar BF r;

Part Il Exploration over Exploitation Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



N

MDP da; VAGEN
Si St+1

8 S; | d; S St dr ST F;

O; 5; 5141

8 O; 181 4; Siq Or [Sp ar St F;

Part Il Exploration over Exploitation Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



N

MDP da; VAGEN
Si St+1

8 S; | d; S St dr ST F;

O; 5; 5141

8 O; 181 4; Siq Or [Sp ar St F;

Part Il Exploration over Exploitation Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



V750
MDP — POMDP G\

g O B a; SEHl - O BSgl ar B Vi

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)
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VAGEN

World Modeling

d;

5; 5141

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



Part Il Exploration over Exploitation

N

VAGEN

World Modeling

Transition Modeling
P(s115)

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



(A

VAGEN

Can World Modeling help

Reward Shaping in RL?

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



N

VAGEN

Internal World Model

State Estimation
P(s,|0,)

Part Il Exploration over Exploitation Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



VLM

Part Il Exploration over Exploitation

N

VAGEN

Wang, ...,

LLM-as-Judge

Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)
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VAGEN

Internal World Model

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



Part Il Exploration over Exploitation

N

VAGEN

Internal World Model

5141

Transition Modeling

Wang, ..

P(s,yq1s,)

., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



World Model Reasoning Reward @

VLM LLM-as-Judge

Part Il Exploration over Exploitation Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



World Model Reasoning Reward @

VLM LLM-as-Judge

Part Il Exploration over Exploitation Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



World Model Reasoning Reward @

~r Or
Agents with World ' x
Model Reasoning LLM-as-Judge

Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



World Model helps

" WM-Format Reward B WM-Reward Shaping o4-mini Gemini 2.0 Claude 3.7 Sonnet

1
0.75 I I

0.5

0.25 _ 1 3B

I

O —_—
Sokoban FrozenlLake Navigation PrimitiveSkill SVG Overall
<k Illtu<, '| S 5
arvalion>{red_ oy u"
?7 )ﬂl 3’?\*' !.lf'\b’r:-ci%c i ”0 ‘OJ ’Jeefuu-t; -2
104,20 ‘puile ZuRc’:(37,174.00) i(‘f:d]l’ 9:"?5 _C.be’ids INJJI'

.:b“r vorllon:
Sreatoning>
Inred O pesup e Soie ana
poce il onlop J!Ilegroen
x.ub-<,reo oning>

Sl The e cuos 5}"‘:4 ol

QOCNE Crasan CcLbs ¢ - \
<fhirk>
<answer> ick|43,-72 20) | ploce(-60,-
104,50 </answer>

<reasoning> | necd tn pice Lp the
puplke cute and plocs il on oo of
e e l.uLu <frecsonng>

; e puroks cube
st‘o.lc co..-c rcd cube

it mv
<answar> pick(14 154X | plonad
44,112,100 </answer>

i. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)

Part Il Exploration over Exploitation Wang/ ceoy



Learning reasoning through RL

1. What are failure modes of RL?

— Exploration vs Exploitation

2. What priors should we encourage for exploration?

— World Model

3. When is the best stage to encourage it?

Part Il Exploration over Exploitation Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



When a child enters an unfamiliar room...

galz ﬁnd@

Task Data Play Data

Part Il Exploration over Exploitation Chen, ..., Li. Se|f-P|ay (arxiv 2025)
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Learning reasoning through RL

1. What are failure modes of RL?

— Exploration vs Exploitation

2. What priors should we encourage for exploration?

— World Model

3. When is the best stage to encourage it?

— Mid-training vs RL

Part Il Exploration over Exploitation Chen, ..., Li. Se|f-P|ay (arxiv 2025)



Exploration vs Exploitation n

Pass@1 Pass@K

| 4 vanilla RL
& WM in RL
| % WM as Self-Play

T Tags

o J S L S N S N 0 e
O 100 200 300 400 500 600 700 800 2001000 O 100 200 300 400 500 600 700 800 9001000
steps steps

Part Il Exploration over Exploitation Chen, ..., Li. Se|f-P|ay (arxiv 2025)



PRIORS

Common
Knowledge

Instruction
Following

World
Modeling

STAGES

Pre-training

Self-Supervised
Finetuning

Mid-training

Reinforcement
Learning

DATA

Static Internet Data:
Books, Images, Videos...

Human Annotations:
<instructions, answers>

Play Data:
Env, Tools, External Data

Task Feedback:
Verifiers (Goal Definitions)

Brute-force Scaling

vV

Smart Scaling

Algorithms for the win!




Embodied Reasoning Agent

via VLM Reasoning

(1) Move above the green cube

: 5‘-"'1' A :

noodm placo tha Uma cuac on'op
ofthe rad cube. So, the first stepis
to Mave the gripper above the lime
cube at [28 45,7].

Actlon (‘s.ts.u o eo ao 1|

Part | Diagnosing Instability

Reasoning: | can a6 & green cuba

at[14, 18, 8], and ared cuba at [41,
| hava success‘ully moved

: : 2 5, 10]. p!l’.d up the lme cube fromoits the lime cube above the red cube.
The next step ls to lowerthe grlpper initial position. The next step istc The rext step is to lower the lime

to grasp the lime cube. After that, | move: the lime cube to a position cube onto the red cube and release
will close the gripper to pick up the abova the red cube, it by opening the gripper. Thizwill
lime cuba, liftit, and then... completa the task.

Action: 26,48 7,7 40,90,0] Actian: (11,30, 25,0, €2, 90, D) Action: (41,50, 17, 0,560,901

Chen, ..., Li, Zhang, Zhang. Embodied Reasoning Agent (arxiv 2025)

Reasoning:
Tha task has caan completad.

v

Action: None
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GenA' week Speaker: Prof. Manling Li
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* LLM agents risk "Echo Trap™:
sudden performance collapse during
training.
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