RSI for Embodied Agents

Manling Li
Northwestern University
manling.li@northwestern.edu

MLL LAS

xhine Learming and Longuoge

. NORTHWESTERN
. UNIVERSITY


mailto:manling.li@northwestern.edu

The definition of Recursive Self-Improvement (RSI)
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https://philpapers.org/rec/GOOSCT

Agentic Systems: GPT-6 for Problem Solvmg

Dexderous Cube Solving




Agentlc Systems: GPT-6 for Problem Solvmg

Dexterous Cube Solving

What can’t GPT-6 do well?

19/20 on a block-to-bowl task,
but only 2/20 on a precise puzzle-insertion-to-groove task

latency: 2.5-3.4 minutes in average




Self-Improving Agents = Generalization / Continual Learning
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Agent = Model + Harness

Task [Model 0] Artifact
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Task

Agent = Model + Harness
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Layer 1: Artifact RSI
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Layer 1: Artifact RSI

Harness H .
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Layer 2: Harness RSI
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Layer 3: Model RSI

Context | | Memory Tools
Task [Model 0 @ [Evaluator]
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Task

The layers can co-evolve
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Evaluation of RSI



Layer 1: Artifact RSI

AutoResearch
Context Memory Tools
AlphaEvolve
Task [ Artifact [Evaluator]
7 ENPIRE
Roles Workflow  Guards

[Improver ]

Training Recipe, Data,
Results, Code,...




Layer 1: Artifact RSI

AutoResearch
train.py Val_bpb Karpathy Loop

Task [ Artifact [Evaluator] (2026'03)

[Improver ]

Commit or revert

Context Memory Tools

Roles Workflow  Guards

Edit train.py = Run 5min = Score val_bpb = Keep or revert -{ Inherit best J

https://github.com/karpathy/autoresearch



Task

Sample parents -{LLM mutation)ﬂ Execute diff = Score cascade = Single turn

Context

Roles

Memory

Workflow

Layer 1: Artifact RSI

Tools

Guards

Novikov, et al. AlphaEvolve: A coding agent for scientific and algorithmic discovery.

Code Candidate

Artifact

Multi-metric cascade

Evaluator

Improver

Select change
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Layer 1: Artifact RSI

ENPIRE

Context  Memory AutoResearch

Physical scene

Robot policy code ~ Reward code for Robots
[ Task ] [ Artifact [Evaluator]
Resettable World
Roles (Workﬂow) (Guards) reset ()
[Improver] Reward Function

get reward()
Select change

Up to 99% real-robot success
on pin insertion, etc

( Auto reset )-' Robot rollout = Trace + video = Policy edit -(Branch compare)

Wang et al. Agentic Robot Policy Self-Improvement in the Real World


https://arxiv.org/abs/2606.19980

Takeaways

1. The key of AutoResearch is the evaluator '




Outer Loop: AutoResearch

Step 4: The optimal code feeds back into the next generation.

l

N/

Step 1: Generation Step 2: Evaluation Step 3: Selection

?

Current bottleneck.

\-1 Atlas



AutoResearch is essentially "searching"

#




DeepResearch =& AutoResearch




Outer Loop: AutoResearch

How should I improve

Meta Agent

Meta Level Rollout Data / ErrorsA

Base |Level Upgraded Context Strategy
Task Agent

What should I do?



T*: Re-thinking Temporal Scarch for Long-Form Videe Understanding
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Ye et al. StarVLA-a: Reducing Complexity in Vision-Language-Action Systems




How to work with AutoResearch
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From Prof Chenhao Tan




How to work with AutoResearch

P N

Ask good questions

.w - y A —
o belatn S

Know what is good

Previous

From Prof Chenhao Tan




How to work with AutoResearch

Selection / Exploration

Selection / Exploration

Implementation
lmplementation

Evaluation / Insight
Evaluation / Insight




Layer 1: Artifact RSI

Harness H .
Layer 1: Artifact RSI
Context Memory Tools
Task Model 6 [ Artifact [Evaluator]
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[Improver ]




Task

Layer 2: Harness RSI
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Artifact RSl =@ Harness RSI

ENPIRE ASPIRE

8 real robot stations | 150+ simulated tasks |

within-task optimization cross-task skill transfer



ASPIRE Turns Failures Into Skills

( Robot Execution Engine | Agentic Coding TRACE

Physical Engird =~~~ -~~~ X Programs - e e :
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MEMORY

Write to /skills
reuse across tasks

Sim-o-Resl

—

TAKEAWAY — ASPIRE improves reusable debugging knowledge, not model weights.



AutoResearch vs VLAs
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Takeaway:

Stronger in reasoning-
heavy tasks



Harness: the key is Interface of Tools, Skills and Memory
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Inner Loop + Outer Loop

Outer Loop: research loop

Step 4: The optimal code feeds back into the next generation.

l

Step 1: Generation Step 2: Evaluation ——>| Step 3: Selection

?

o
Inner Loop:
. . Current bottleneck.
interaction loop

train models and harness

edit code, data, training
planning

execute grasp

observe

reset




Takeaways

1. The key of AutoResearch is the evaluator j

2. Outer loop = research loop; Inner loop = interaction loop (with harness layer) ]




Takeaways: What is a better skill?

def pick and place mug(): Verification (Evaluator):

move to(mug)
close gripper()
1lift()

move to(shelf)
open _gripper()

Mug is no longer on the table
Mug is on the shelf

Mug is stable

Gripper is open

No collision or unsafe motion

2026.03 2026.09
Skill = Workflow Skill = Verifiable Contract

3. A better skill is not just an action recipe, but a contract for success.




Takeaways

1. The key of AutoResearch is the evaluator ]

2. Outer loop = research loop; Inner loop = interaction loop (with harness layer) ]

3. Skills are more abstract when models are stronger ]




Takeaways- TextGrad: How to "train" harness?

€ TextGrad for code optimization
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Volecule at iteration 3
Vina Score: -7.5 keal/mol
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TextGrad for prompt optimization
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Takeaways

1. The key of AutoResearch is the evaluator

2. Outer loop = research loop; Inner loop = interaction loop (with harness layer)

3. Skills are more abstract when models are stronger

4. Training data: text gradient for training




Layer 3: Model RSI

Context | | Memory Tools
Task [Model 0 @ [Evaluator]
\ Layer 3: Model RSI
Roles Workflow | | Guards

[Improver ]




“ RL cannot work ”



Active View Planner

Initial view Top-down View Target view

Rotation Actions Translation Actions
turn_left, turn_right, look_up, = move_forward, move_backward, move_right, Answer(tx, ty, tz, rx, ry, rz)
look_down, rotate_cw, rotate_ccw move_left, move_up, move_down

Kangrui Wang, Linjie Li, Zhengyuan Yang, Shiqgi Chen, Zihan Wang, Li Fei-Fei, Jiajun Wu, Leonidas Guibas, Lijuan Wang, Manling Li. Planning with the views.



Pure RL Barely Moves

O 3.2%
O GRPO 5.2%
Bootstrap 6.2%

Sparse rewards stall every RL variant,
we need supervision the agent can build itself.
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RAGEN (2.8K Github Stars, Best Poster Award at Midwest ML 2025) ) 4



Reasoning Collapse into Repetition

z#é###z Reasoning: The box is above me, and l

4 X # the target is on the far left. | cannot push Action:

#_P_# it directly. | should first move right, then up =

HHHEH ,

approach the box from the right.

HHHEHH

Z—O%z Reasoning: Now | can push the box to Action: l

" the left, until the bottom of the target. right
Oth round i

I Reasoning: The box is now at the

#O__# bottom of the target. | am at the right of .

Action:
i—xp—: the box. To push the box to the target, | aht
|
S need to move to the bottom of the box, 9
and then push it up.

HHHH

#.__# \ Q

#_P__# Reasoning: (box is now at the target) -

— ] 9 (

HHHHEH

Wang, ..., Li. RAGEN (2.5K Github Stars, Best Poster Award at Midwest ML 2025) Y



Reasoning Collapse into Repetition

z#é###z Reasoning: The box is above me, and -

4 X # the target is on the far left. | cannot push Action: k "
#__P# it directly. | should first move right, then up ( .
HiH :

# O__# OOTtom O e target. | am a e rignt o

Action:
Z—XP—: the box. To push the box to the target, | oht
ri
S need to move to the bottom of the box, 9
and then push it up.
B
#_\/_# l g
#_P__# Reasoning: (box is now at the target -
4 4 g: ( ge) r
B

Wang, ..., Li. RAGEN (2.5K Github Stars, Best Poster Award at Midwest ML 2025) Y



Reasoning Collapse into Repetition

#O_ # . : .
g X 4 Reasoning: The box is above me. | Action:

Q
4 P# should move up to the box. right, up r

HHHHHHH l

HHHHHHH

HHHHE
* O X # Reasoning: | should move to the right of Action:

L2
¥ P4 o
4 4 the box. left, left r

200th round s

HHHHHHH

Z—O—XP—: Reasoning: | should move to the right of Action: k 2
4 # the box. down, left, up
HHHHH
HHHHHH

. ! °
Z—O—XP—: Reasoning: | should move to the right of l -'
g s the box. r a
HHHHHE

Wang, ..., Li. RAGEN (2.5K Github Stars, Best Poster Award at Midwest ML 2025) Y



Exploitation ) vs Exploration

RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025)



Exploitation vs | Exploration

Alternative solutions

Especially in OOD environments

RAGEN (2.6K Github Stars, Best Poster Award at Midwest ML 2025)



self-improvement through RL

1. What are failure modes of RL?

2. What priors should we encourage for exploration?

3. When is the best stage to encourage it?

Part Il Exploration over Exploit. RAGEN (2.5K Github Stars, Best Poster Award at Midwest ML 2025)



self-improvement through RL

1. What are failure modes of RL?

— Exploration vs Exploitation

2. What priors should we encourage for exploration?

3. When is the best stage to encourage it?

Part Il Exploration over Exploit. RAGEN (2.5K Github Stars, Best Poster Award at Midwest ML 2025)



self-improvement through RL

1. What are failure modes of RL?

— Exploration vs Exploitation

2. What priors should we encourage for exploration?

— World Model Reasoning

3. When is the best stage to encourage it?

Part Il Exploration over Exploitation Chen, ..., Li. Se|f-P|ay (arxiv 2025)



Priors in Exploration:

World Modeling

e —

Part Il Exploration over Exploitation Wang, ..., Li. VAGEN (NeurlPS 2025, featured by MIT Tech Review, Stanford HAI)



View Transitions as a View World Model

--

turn left | move forward

view B



self-improvement through RL

1. What are failure modes of RL?

— Exploration vs Exploitation

2. What priors should we encourage for exploration?

— World Model Reasoning

3. When is the best stage to encourage it?

— Mid-training/SFT vs RL

Part Il Exploration over Exploitation Chen, ..., Li. Se|f-P|ay (arxiv 2025)



PRIORS

Common
Knowledge

World
Modeling

Instruction
Following

STAGES

Pre-training

Mid-training

Supervised
Finetuning

Reinforcement
Learning

DATA

Static Internet Data:
Books, Images, Videos...

Play Data:
Env, Tools, External Data

Task Annotations:
<instructions, answers>

Task Feedback:
Verifiers (Goal Definitions)

Brute-force Scaling

\ 4

Continual Learning

(We are here now)




Exploration vs Exploitation n

Pass@1 Pass@K

| 4 Vanilla RL
# WM in RL
| % WM in SFT before RL

S

.\'"r"n\r./r.‘-.._l

o J S L S N S N 0 e
O 100 200 300 400 500 600 700 800 2001000 O 100 200 300 400 500 600 700 800 9001000
steps steps

Part Il Exploration over Exploitation Chen, ..., Li. Selt-Experience (arxiv 2025)



ftep 1 - View Graph via On-Policy Exploration

The agent explores ViewSuite scenes from its own experience.



ftep 1 - View Graph via On-Policy Exploration

-

Rollout 1 wanders the scene — and misses.



ftep 1 - View Graph via On-Policy Exploration

Rollout 2 also fails — but it crosses rollout 1.



tep 1 - View Graph via On-Policy Exploration

Every rollout misses the target. Yet together they trace the
whole scene.



Step 2 - AView Graph Emerges

Shared viewpoints merge: nodes are views, edges are actions.



Step 2 - A Path Emerges

A path the agent never walked now connects initial — target.



Step 3 - Reformulate into a Demo

initial view target view

turn L - fwd move L - up fwd - turn x2 turn - look up up - right

input: initial + target view output: the action sequence

Any sampled path becomes a demo
valid even though no rollout reached the target.



RL Exploration

PPO with Interactive View
Planning Reward

5o
s

View Planning via
Self-Exploration



View Planning via
Self-Exploration

RL Exploration

On-Policy View Graph Construction

PPO with Interactive View
Planning Reward

. N Similar/Same
\J(_@ -=» Actions (e.g turn_left | move_forward)

 §
]
]
]
]
]
]
]
]
L\




View Planning via
Self-Exploration

RL Exploration

On-Policy View Graph Construction View Graph Distillation

h }
Path Sampling: length=>5 : Reformulated Training Example

mﬂlﬂ‘

:
]
:
N R Ty B !
m‘f N N N Action 1
e ' turn_right | look_u
PPO with Interactive Vlew EIKL\’ G l ! 2 P
Planning Reward X N\ l ! Action 2 J
{ 1 \ ! move_backward
E ' ( ) '
% : : :
1 : ! Action N-1
! ' Start Node: Initial View 1 move_left | turn_right
! | . !
_ N Similar/Same ) :End Noc(;?: Taﬁezview : pr— @
ntermediate Node: | : ——
\j : > Actions (e.g turn_left | move_forward) Turn-by-turn observations




View Planning via
Self-Exploration

RL Exploration

On-Policy View Graph Construction View Graph Distillation

Path Sampling: length=5 Reformulated Training Example\' @

¥ R I&" 4

Interactive View
Action 1

Planning
turn_right | look_up

: 9 @
l ! Action 2 J
- \@ ; move_backward %
( & ;

L}

PPO with Interactive Vlew

View Difference

Cross-entropy loss
on reformulated

Planning Reward
Action N-1 §
move_left | turn_right '
data

. Action N
Intermediate Node: SrsEr ) '@ R

y £
. , : AT
\j -» Actions (e.g turn_left | move_forward) Turn-by-turn observations , -~ :‘“fj'

Start Node: Initial View
End Node: Target View
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View Planning via
Self-Exploration

RL Exploration

On-Policy View Graph Construction View Graph Distillation

Path Sampling: length=5 Reformulated Training Example\' @

¥ R I&" 4

Interactive View
Action 1

Planning
turn_right | look_up

: 9 @
l ! Action 2 J
- \@ ; move_backward %
( & ;

L}

PPO with Interactive Vlew

View Difference

Cross-entropy loss
on reformulated

Planning Reward
Action N-1 §
move_left | turn_right '
data

. Action N
Intermediate Node: SrsEr ) '@ R

y £
. , : AT
\j -» Actions (e.g turn_left | move_forward) Turn-by-turn observations , -~ :‘“fj'

Start Node: Initial View
End Node: Target View

oy
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From 2.5% to 47.8%

Qwen2.5-VL-7B (base) 2.5%
GPT-5.4 Pro ' 18.5%
Gemini 3.1 Pro ' 21.4%

Ours ' 47.8%

View Planning (arxiv 2026)



From 2.5% to 47.8%

Qwen2.5-VL-7B (base) 2.5%

GPT-5.4 Pro 18.5%

Gemini 3.1 Pro

21.4%

Ours

47.8%

A 7B model trained only on its own exploration beats every
frontier VLM.

View Planning (arxiv 2026)



Embodied Prior Learning

via mid-training

(1) Move above the green cube

: 5‘-"'1' | =

\—'s-\a B0 r,\. (Vo ‘._-4
2 4 1- b

neodm place tha Uma cube on‘op
ofthe rad cube. So, the first stepis
to Mave the gripper above the lime
cube al [26, 45, 7.

Actlon.(‘us,u o eo 90 1|

@ Lower the gripper and grasp

Reasoning: | can a6 & green cube

at[14, 18, 8], and & red cuba at 41,
| hava succassfully moved

90, 1 wn Naw. | havc successfully

and : SpONZe L -Lk.ud up the lme cube fromoits the lime cube above the red cube.
The next step ls to lowerthe |rlpper initial position. The next step istc The rext step is to lower the lime
to grasp tha ime cune, After that, | move: the lime cube to a position cube onto the red cube and release
will close the gripper to pick up the abova the red cube, it by opening the gripper. Thizwill
lime cuba, liftit, and then... completa the task.

Action: [2¢, 48 7,0 40,50, 0] Actian: 41, 30, 25,0, €0, $0, D) Action: (41,50, 17,0,60,90_ 1"

Chen, ..., Li, Zhang, Zhang. Embodied Reasoning Agent (arxiv 2025)

Reasoning:
Tha task has caan completad.

v

Action: None



self-improvement through RL

1. What are failure modes of RL?

— Exploration vs Exploitation

2. What priors should we encourage for exploration?

— World Model Reasoning

3. When is the best stage to encourage it?

— Mid-training/SFT vs RL

Part Il Exploration over Exploitation Chen, ..., Li. Se|f-P|ay (arxiv 2025)



Learning through RL

1. What are failure modes of RL?

data problem vs RL problem?

3. is the best stage to encourage it?

— vs RL

Chen, ..., Li. Self-Play (arxiv 2025)



PRIORS

Common
Knowledge

World
Modeling

Instruction
Following

STAGES

Pre-training

Mid-training

Supervised
Finetuning

Reinforcement
Learning

DATA

Static Internet Data:
Books, Images, Videos...

Play Data:
Env, Tools, External Data

Task Annotations:
<instructions, answers>

Task Feedback:
Verifiers (Goal Definitions)

Brute-force Scaling

\ 4

Continual Learning

(We are here now)




What makes a world model reasoning success?

1. transition modeling Ab skrackion '

2. state estimation Ab skrackion
3. on-policy exploration Prior
4. enough world modeling training rior

Part Il Exploration over Exploitation Chen, ..., Li. Se|f-EX|OerienCG (2025)




Widely used by others
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Task

The layers can co-evolve

Harness H

-

Context | | Memory

Tools

[Model 6

Roles Workflow

Guards

(20)

J

[Evaluator]

Improver ]

Layer 1: Artifact RSI

Layer 2: Harness RSI

Layer 3: Model RSI



Co-evolve: Harness RSI + Model RSI HQJ «

,a Hdrb

Harness RSI Model RSI
16.7% — 58.3% 58.3% — 69.4%

69.4% — 73.6%

Harness RSI unlocks capability; Model RSI learns to use it.

Chen, ..., Li. RoboEvolve (ongoing)



Task

The layers can co-evolve

Harness H

-

Context | [ Memory Tools

[Model 6

Roles Workflow | [ Guards

(20)

J

[Evaluator]

Improver ]

Evaluation of RSI



Evaluation: What is true RSI?

Same improver
I

Early improver
IO

Late improver

s I

same fresh seed M,

same budget B

SRO
SR'

ASR(I°)

ASR(IT)

Weak RSI:
SRT > SRO

The Improver: Remains static.

Strong RSI:
ASR(IT) > ASR(IY)

The Improver: Stronger



The Ladder of Abstraction

Unified Optimization

Optimizer Code

Improving the improver. [STOP] [DGM-H]

Context

Optimizing the working memory.

Harness Code

Rewriting the execution logic. [Meta-Harness] Sl e

Workflow / Meta-Context

Optimizing the rules of memory. [MCE]

[ACE]

Harness + Model Weights.

[SIA]



SpatialEvolve: Can we benchmark Spatial RSI?

7
[ | nouna. .

Mottt ue

© Pespactine ucdey

e m— - — —— A~ -

- el — — -

v At Ooses

[ 1 paviaouNENTLL o

R N el

TV At P C M) O Sws o
A~y

e - - -
™~ - - T ]
-

[ 1 eompranre o

T i

Cveryrhmet 2t S JOM s swadie o Lot pramm o1 09 SCA s wewem gy DN
o - e =p 1w



Latency should be also evaluated

What can’t GPT-6 do well?

19/20 on a block-to-bowl task,
but only 2/20 on a precise puzzle-insertion task

latency: 2.5-3.4 minutes in average




Latency should be also evaluated

Arcade / Atari Action / FPS / Casual Contmuous Control Robotics / Embodied Tasks

HalfCheetah MIKASA-Robo
Defend the Line Hopper Inverted Pendulum Extreme Pukou HAIC

Real-time latency creates - Our method recovers most
a performance gap of the zero-latency performance
Model 2 Model 3 Model 4
100% 100% Zefo Latency 100% Zeeo Laterty 100% Zeto Latency
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Summary: Artifact RSI

Harness H .
Layer 1: Artifact RSI
Context Memory Tools
Task Model 6 [ Artifact [Evaluator]
Roles ~ Workflow  Guards l

[Improver ]




Task

Summary: Harness RSI

Harness H

-

(Context) (I\/Iemory)( Tools )

( Roles )(Workﬂow) (Guards)

\_

~

J

Evaluator

l

Improver

Layer 2: Harness RSI



Summary: Model RSI

Context | | Memory Tools
Task [Model 6 @ [Evaluator]
\ Layer 3: Model RSI
Roles Workflow | | Guards

[Improver ]




Task

Summary: Evaluation

Harness H

-

Context | [ Memory Tools

[Model 6

Roles Workflow | [ Guards

(20)

J

[Evaluator]

Improver ]

Layer 1: Artifact RSI

Layer 2: Harness RSI

Layer 3: Model RSI

Evaluation of RSI



Takeaways

1. The key of AutoResearch is a good Evaluator

2. Outer loop = research loop; Inner loop = interaction loop (with harness layer)

3. Skills are more abstract when models are stronger

4. Training data: text gradient for training

5. Latency-Aware planning




PRIORS

Common
Knowledge

World
Modeling

Instruction
Following

Human
Experience

STAGES

Pre-training

Mid-training

Supervised
Finetuning

Reinforcement
Learning

Harness

DATA
Static Internet Data:
Books, Images, Videos...

Play Data:
Env, Tools, External Data

Task Annotations:
<instructions, answers>

Task Feedback:
Verifiers (Goal Definitions)

Prompt Engineering

— Context Engineering
— Harness Engineering
— Graph Engineering

Brute-force Scaling

|

Continual Learning

(We are here now)

|

Human + World
(Our future)
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